
Classification! Logistic 
“Regression” (linear 
classification), oh my…



Thus far, regression:

 
predict a continuous value given some inputs



Weather prediction revisted

Temperature 



Recent Kaggle competitions



• Learn f: X -> Y
• X - features
• Y - target classes

• Loss Function
• Expected loss of f:

• Suppose you knew P(Y|X) exactly, how should you classify?
• Bayes-Optimal classifier:

Classification



• Learn f: X -> Y
• X - features
• Y - target classes

• Loss Function
• Expected loss of f:

• Suppose you knew P(Y|X) exactly, how should you classify?
• Bayes-Optimal classifier:

Classification

`(f(x), y) = 1{f(x) 6= y}

EXY [1{f(X) 6= Y }] = EX [EY |X [1{f(x) 6= Y }|X = x]]

f(x) = argmax
y

P(Y = y|X = x)

EY |X [1{f(x) 6= Y }|X = x] =
X

i

P (Y = i|X = x)1{f(x) 6= i} =
X

i 6=f(x)

P (Y = i|X = x)

= 1� P (Y = f(x)|X = x)



• Learn f: X -> Y
• X - features
• Y - target classes

• Loss Function
• Expected loss of f:

• Suppose you knew P(Y|X) exactly, how should you classify?
• Bayes-Optimal classifier:

Binary Classification

`(f(x), y) = 1{f(x) 6= y}

EXY [1{f(X) 6= Y }] = EX [EY |X [1{f(x) 6= Y }|X = x]]

f(x) = argmax
y

P(Y = y|X = x)

EY |X [1{f(x) 6= Y }|X = x] =
X

i

P (Y = i|X = x)1{f(x) 6= i} =
X

i 6=f(x)

P (Y = i|X = x)

= 1� P (Y = f(x)|X = x)

Y 2 {0, 1}
<latexit sha1_base64="YcxQay6OVCb4QzjE4YxR2wKieNg=">AAAB9HicdVDLSgMxFM34rPVVdekmWAQXMmTaStuNFNy4rGAf0hlKJs20oZnMmGQKZeh3uHGhiFs/xp1/Y9qOoKIHLhzOuZd77/FjzpRG6MNaWV1b39jMbeW3d3b39gsHh20VJZLQFol4JLs+VpQzQVuaaU67saQ49Dnt+OOrud+ZUKlYJG71NKZeiIeCBYxgbSTvDrpMQDdF54476xeKyHZQtVJCENloAUPq9VqpfAGdTCmCDM1+4d0dRCQJqdCEY6V6Doq1l2KpGeF0lncTRWNMxnhIe4YKHFLlpYujZ/DUKAMYRNKU0HChfp9IcajUNPRNZ4j1SP325uJfXi/RQc1LmYgTTQVZLgoSDnUE5wnAAZOUaD41BBPJzK2QjLDERJuc8iaEr0/h/6Rdsp2yXbqpFBuXWRw5cAxOwBlwQBU0wDVoghYg4B48gCfwbE2sR+vFel22rljZzBH4AevtE2knkTc=</latexit>



• Suppose you knew P(Y|X) exactly, how should you classify?
• Bayes-Optimal classifier:

• Suppose we don’t know P(Y|X), but have n iid examples

• What is a natural estimator for P(Y | X)?

f(x) = argmax
y

P(Y = y|X = x)

Y 2 {0, 1}
<latexit sha1_base64="YcxQay6OVCb4QzjE4YxR2wKieNg=">AAAB9HicdVDLSgMxFM34rPVVdekmWAQXMmTaStuNFNy4rGAf0hlKJs20oZnMmGQKZeh3uHGhiFs/xp1/Y9qOoKIHLhzOuZd77/FjzpRG6MNaWV1b39jMbeW3d3b39gsHh20VJZLQFol4JLs+VpQzQVuaaU67saQ49Dnt+OOrud+ZUKlYJG71NKZeiIeCBYxgbSTvDrpMQDdF54476xeKyHZQtVJCENloAUPq9VqpfAGdTCmCDM1+4d0dRCQJqdCEY6V6Doq1l2KpGeF0lncTRWNMxnhIe4YKHFLlpYujZ/DUKAMYRNKU0HChfp9IcajUNPRNZ4j1SP325uJfXi/RQc1LmYgTTQVZLgoSDnUE5wnAAZOUaD41BBPJzK2QjLDERJuc8iaEr0/h/6Rdsp2yXbqpFBuXWRw5cAxOwBlwQBU0wDVoghYg4B48gCfwbE2sR+vFel22rljZzBH4AevtE2knkTc=</latexit>

{(xi, yi)}ni=1
<latexit sha1_base64="UqaH6vcVWZifLsdS+5sBhtpWCH0=">AAACAXicdVDLSsNAFJ3UV62vqhvBzWARKkhJ2tLWhVJw47KCfUATw2Q6bYdOHsxMxBDixl9x40IRt/6FO//GSVtBRQ9cOJxzL/fe4wSMCqnrH1pmYXFpeSW7mltb39jcym/vdIQfckza2Gc+7zlIEEY90pZUMtILOEGuw0jXmZynfveGcEF970pGAbFcNPLokGIklWTn98y4eGvTYxjZ9MhM7JjCU2gk18oq6CVdr5drNZiSRrVipKSq6yc1aCglRQHM0bLz7+bAx6FLPIkZEqJv6IG0YsQlxYwkOTMUJEB4gkakr6iHXCKsePpBAg+VMoBDn6vyJJyq3ydi5AoRuY7qdJEci99eKv7l9UM5bFgx9YJQEg/PFg1DBqUP0zjggHKCJYsUQZhTdSvEY8QRliq0nArh61P4P+mUS0alVL6sFppn8ziyYB8cgCIwQB00wQVogTbA4A48gCfwrN1rj9qL9jprzWjzmV3wA9rbJ9dVlds=</latexit>

Bayes Optimal Binary Classifier



• Suppose we don’t know P(Y|X), but have n iid examples

• What is a natural estimator for P(Y | X)?

Bayes Optimal Binary Classifier

{(xi, yi)}ni=1
<latexit sha1_base64="UqaH6vcVWZifLsdS+5sBhtpWCH0=">AAACAXicdVDLSsNAFJ3UV62vqhvBzWARKkhJ2tLWhVJw47KCfUATw2Q6bYdOHsxMxBDixl9x40IRt/6FO//GSVtBRQ9cOJxzL/fe4wSMCqnrH1pmYXFpeSW7mltb39jcym/vdIQfckza2Gc+7zlIEEY90pZUMtILOEGuw0jXmZynfveGcEF970pGAbFcNPLokGIklWTn98y4eGvTYxjZ9MhM7JjCU2gk18oq6CVdr5drNZiSRrVipKSq6yc1aCglRQHM0bLz7+bAx6FLPIkZEqJv6IG0YsQlxYwkOTMUJEB4gkakr6iHXCKsePpBAg+VMoBDn6vyJJyq3ydi5AoRuY7qdJEci99eKv7l9UM5bFgx9YJQEg/PFg1DBqUP0zjggHKCJYsUQZhTdSvEY8QRliq0nArh61P4P+mUS0alVL6sFppn8ziyYB8cgCIwQB00wQVogTbA4A48gCfwrN1rj9qL9jprzWjzmV3wA9rbJ9dVlds=</latexit>

Fix some x̃ 2 X
<latexit sha1_base64="BEZ9t+I1RU3pPlp6V7Vib1hJc0s=">AAACC3icdVA9SwNBEN3z2/gVtbRZDIJVuIshaiOCIJYRjAZyIextJrq4u3fszknCkd7Gv2JjoYitf8DOf+OeiaCiDwYe780wMy9KpLDo++/exOTU9Mzs3HxhYXFpeaW4unZu49RwaPBYxqYZMQtSaGigQAnNxABTkYSL6Poo9y9uwFgR6zMcJNBW7FKLnuAMndQpboYIfTQqOxZ9amMFdBiikF3I+kMaCk2bhU6x5Jd9f7dSq9Gc7FV3gpxUfX+/RgOn5CiRMeqd4lvYjXmqQCOXzNpW4CfYzphBwSUMC2FqIWH8ml1Cy1HNFNh29vnLkG45pUt7sXGlkX6q3ycypqwdqMh1KoZX9reXi395rRR7e+1M6CRF0Hy0qJdKijHNg6FdYYCjHDjCuBHuVsqvmGEcXXx5CF+f0v/JeaUc7JQrp9XS4cE4jjmyQTbJNgnILjkkJ6ROGoSTW3JPHsmTd+c9eM/ey6h1whvPrJMf8F4/AP4Wmv0=</latexit>

Suppose xi = x̃ for m  n samples
<latexit sha1_base64="iItiC45/9OT7ijLEnv5fmJFytgU="></latexit>

What is a natural estimator for ✓⇤ := P(Y = 1|X = x̃)?
<latexit sha1_base64="oOBarT68gssPDSoYq8y5RvjrmHk="></latexit>

Y 2 {0, 1}
<latexit sha1_base64="YcxQay6OVCb4QzjE4YxR2wKieNg=">AAAB9HicdVDLSgMxFM34rPVVdekmWAQXMmTaStuNFNy4rGAf0hlKJs20oZnMmGQKZeh3uHGhiFs/xp1/Y9qOoKIHLhzOuZd77/FjzpRG6MNaWV1b39jMbeW3d3b39gsHh20VJZLQFol4JLs+VpQzQVuaaU67saQ49Dnt+OOrud+ZUKlYJG71NKZeiIeCBYxgbSTvDrpMQDdF54476xeKyHZQtVJCENloAUPq9VqpfAGdTCmCDM1+4d0dRCQJqdCEY6V6Doq1l2KpGeF0lncTRWNMxnhIe4YKHFLlpYujZ/DUKAMYRNKU0HChfp9IcajUNPRNZ4j1SP325uJfXi/RQc1LmYgTTQVZLgoSDnUE5wnAAZOUaD41BBPJzK2QjLDERJuc8iaEr0/h/6Rdsp2yXbqpFBuXWRw5cAxOwBlwQBU0wDVoghYg4B48gCfwbE2sR+vFel22rljZzBH4AevtE2knkTc=</latexit>

If k of the m labels are equal to Y = 1 then
<latexit sha1_base64="bVauKjO6On2wxC11e34tWoM5srk="></latexit>



• Suppose we don’t know P(Y|X), but have n iid examples

• What is a natural estimator for argmax_y P(Y = y | X)?

Bayes Optimal Binary Classifier

{(xi, yi)}ni=1
<latexit sha1_base64="UqaH6vcVWZifLsdS+5sBhtpWCH0=">AAACAXicdVDLSsNAFJ3UV62vqhvBzWARKkhJ2tLWhVJw47KCfUATw2Q6bYdOHsxMxBDixl9x40IRt/6FO//GSVtBRQ9cOJxzL/fe4wSMCqnrH1pmYXFpeSW7mltb39jcym/vdIQfckza2Gc+7zlIEEY90pZUMtILOEGuw0jXmZynfveGcEF970pGAbFcNPLokGIklWTn98y4eGvTYxjZ9MhM7JjCU2gk18oq6CVdr5drNZiSRrVipKSq6yc1aCglRQHM0bLz7+bAx6FLPIkZEqJv6IG0YsQlxYwkOTMUJEB4gkakr6iHXCKsePpBAg+VMoBDn6vyJJyq3ydi5AoRuY7qdJEci99eKv7l9UM5bFgx9YJQEg/PFg1DBqUP0zjggHKCJYsUQZhTdSvEY8QRliq0nArh61P4P+mUS0alVL6sFppn8ziyYB8cgCIwQB00wQVogTbA4A48gCfwrN1rj9qL9jprzWjzmV3wA9rbJ9dVlds=</latexit> Y 2 {0, 1}

<latexit sha1_base64="YcxQay6OVCb4QzjE4YxR2wKieNg=">AAAB9HicdVDLSgMxFM34rPVVdekmWAQXMmTaStuNFNy4rGAf0hlKJs20oZnMmGQKZeh3uHGhiFs/xp1/Y9qOoKIHLhzOuZd77/FjzpRG6MNaWV1b39jMbeW3d3b39gsHh20VJZLQFol4JLs+VpQzQVuaaU67saQ49Dnt+OOrud+ZUKlYJG71NKZeiIeCBYxgbSTvDrpMQDdF54476xeKyHZQtVJCENloAUPq9VqpfAGdTCmCDM1+4d0dRCQJqdCEY6V6Doq1l2KpGeF0lncTRWNMxnhIe4YKHFLlpYujZ/DUKAMYRNKU0HChfp9IcajUNPRNZ4j1SP325uJfXi/RQc1LmYgTTQVZLgoSDnUE5wnAAZOUaD41BBPJzK2QjLDERJuc8iaEr0/h/6Rdsp2yXbqpFBuXWRw5cAxOwBlwQBU0wDVoghYg4B48gCfwbE2sR+vFel22rljZzBH4AevtE2knkTc=</latexit>

If X = {0, 1}d, or is generally discrete

f̂(x) = argmaxy2{0,1}

Pn
i=1 1[xi=x,yi=y]Pn

i=1 1[xi=x]
<latexit sha1_base64="98z6HLzuYp629WGkIS1OwBapZrI="></latexit>

Issues?



• What is a natural estimator for argmax_y P(Y = y | X)?

Bayes Optimal Binary Classifier

Y 2 {0, 1}
<latexit sha1_base64="YcxQay6OVCb4QzjE4YxR2wKieNg=">AAAB9HicdVDLSgMxFM34rPVVdekmWAQXMmTaStuNFNy4rGAf0hlKJs20oZnMmGQKZeh3uHGhiFs/xp1/Y9qOoKIHLhzOuZd77/FjzpRG6MNaWV1b39jMbeW3d3b39gsHh20VJZLQFol4JLs+VpQzQVuaaU67saQ49Dnt+OOrud+ZUKlYJG71NKZeiIeCBYxgbSTvDrpMQDdF54476xeKyHZQtVJCENloAUPq9VqpfAGdTCmCDM1+4d0dRCQJqdCEY6V6Doq1l2KpGeF0lncTRWNMxnhIe4YKHFLlpYujZ/DUKAMYRNKU0HChfp9IcajUNPRNZ4j1SP325uJfXi/RQc1LmYgTTQVZLgoSDnUE5wnAAZOUaD41BBPJzK2QjLDERJuc8iaEr0/h/6Rdsp2yXbqpFBuXWRw5cAxOwBlwQBU0wDVoghYg4B48gCfwbE2sR+vFel22rljZzBH4AevtE2knkTc=</latexit>

If X = {0, 1}d, or is generally discrete

f̂(x) = argmaxy2{0,1}

Pn
i=1 1[xi=x,yi=y]Pn

i=1 1[xi=x]
<latexit sha1_base64="98z6HLzuYp629WGkIS1OwBapZrI="></latexit>

Issues?

2d possible inputs, for small d requires huge n
<latexit sha1_base64="5i3n3mCHc+IJU5q3s5ApWJljqbg="></latexit>

To make predictions for unseen inputs (xs),
<latexit sha1_base64="AkgNG0asVmfku1J86csJMxdrFjE="></latexit>

need a general model for P(Y = 1|X = x)
<latexit sha1_base64="i+Dtidkceclgwuugg/8Tjy+f2wg="></latexit>



Process

Decide on a model  

Find the function which fits the data best 
Choose a loss function 
Pick the function which minimizes loss 
on data 

Use function to make prediction on new 
examples

12©2018 Kevin Jamieson



Decide on a model, Binary Classification

13©2018 Kevin Jamieson

To make predictions for unseen inputs (xs),
<latexit sha1_base64="AkgNG0asVmfku1J86csJMxdrFjE="></latexit>

need a general model for P(Y = 1|X = x)
<latexit sha1_base64="i+Dtidkceclgwuugg/8Tjy+f2wg="></latexit>

• What about standard linear regression model?

• Need to map real values to [0,1]
• We call such maps “link functions”



Logistic Regression

Actually classification, not regression :)

Logistic function(or Sigmoid):

Learn P(Y = 1|X = x) using �(wTx), for link function � =
<latexit sha1_base64="6YR2mQoAdwRZWy+rKGhBlBEbQ6k="></latexit>

Features can be discrete or continuous!

P[Y = 1|X = x,w] = �(wTx) =
1

1 + exp(�wTx)
<latexit sha1_base64="lK3XZHT7juGteOWzhLgwqXNsfog=">AAACMXicdVDLSgMxFM34tr6qLt1cLEJFLTO11LoQCm5cVrBa6Ywlk2ZqMPMgyWjLOL/kxj8RNy4UcetPmLEVVPRAuCfn3EtyjxtxJpVpPhlj4xOTU9Mzs7m5+YXFpfzyyqkMY0Fok4Q8FC0XS8pZQJuKKU5bkaDYdzk9c68OM//smgrJwuBEDSLq+LgXMI8RrLTUyR/ZPlaXrps00vY5HIAFt9DStb8NN46utmQ9HxdvLk6gv6 mvnsAksdLEgi2waT8q7gyttJMvmCXT3CtXq5CRWmXXykjFNPerYGklQwGN0OjkH+xuSGKfBopwLGXbMiPlJFgoRjhNc3YsaYTJFe7RtqYB9ql0ks+NU9jQShe8UOgTKPhUv08k2Jdy4Lu6M9tP/vYy8S+vHSuv5iQsiGJFAzJ8yIs5qBCy+KDLBCWKDzTBRDD9VyCXWIeidMg5HcLXpvA/OS2XrN1S+bhSqJdHccygNbSOishCe6iOjlADNRFBd+gRPaMX4954Ml6Nt2HrmDGaWUU/YLx/AKjUpjo=</latexit>

P[Y = 0|X = x,w] = 1� �(wTx) =
exp(�wTx)

1 + exp(�wTx)

=
1

1 + exp(wTx)
<latexit sha1_base64="xnYqZTBi0eGmbMByz6xx1hQ4vUA="></latexit>



Understanding the sigmoid
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<latexit sha1_base64="D1DRbps4IzWYXN3CCgJ7Lk/8iQY="></latexit>



Sigmoid for binary classes

P(Y = 0|w,X) =
1

1 + exp(w0 +
P

k wkXk)

P(Y = 1|w,X) = 1� P(Y = 0|w,X) =
exp(w0 +

P
k wkXk)

1 + exp(w0 +
P

k wkXk)

P(Y = 1|w,X)

P(Y = 0|w,X)
= exp(w0 +

X

k

wkXk)



Sigmoid for binary classes

P(Y = 0|w,X) =
1

1 + exp(w0 +
P

k wkXk)

P(Y = 1|w,X) = 1� P(Y = 0|w,X) =
exp(w0 +

P
k wkXk)

1 + exp(w0 +
P

k wkXk)

P(Y = 1|w,X)

P(Y = 0|w,X)
= exp(w0 +

X

k

wkXk)

log
P(Y = 1|w,X)

P(Y = 0|w,X)
= w0 +

X

k

wkXk

Linear Decision Rule!



Logistic Regression –  
a Linear classifier
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Process

Decide on a model  

Find the function which fits the data best 
Choose a loss function 
Pick the function which minimizes loss 
on data 

Use function to make prediction on new 
examples

19©2018 Kevin Jamieson



P (Y = 1|x,w) = exp(wTx)

1 + exp(wTx)

P (Y = �1|x,w) = 1

1 + exp(wTx)

{(xi, yi)}ni=1 xi 2 Rd, yi 2 {�1, 1}

P (Y = y|x,w) = 1

1 + exp(�y wTx)

■ This is equivalent to:

■ So we can compute the maximum likelihood estimator:

bwMLE = argmax
w

nY

i=1

P (yi|xi, w)

■ Have a bunch of iid data:

Loss function: Conditional Likelihood



Loss function: Conditional Likelihood

{(xi, yi)}ni=1 xi 2 Rd, yi 2 {�1, 1}

P (Y = y|x,w) = 1

1 + exp(�y wTx)bwMLE = argmax
w

nY

i=1

P (yi|xi, w)

= argmin
w

nX

i=1

log(1 + exp(�yi x
T
i w))

■ Have a bunch of iid data:



{(xi, yi)}ni=1 xi 2 Rd, yi 2 {�1, 1}

P (Y = y|x,w) = 1

1 + exp(�y wTx)bwMLE = argmax
w

nY

i=1

P (yi|xi, w)

= argmin
w

nX

i=1

log(1 + exp(�yi x
T
i w))

Logistic Loss: `i(w) = log(1 + exp(�yi xT
i w))

Squared error Loss: `i(w) = (yi � xT
i w)

2 (MLE for Gaussian noise)

■ Have a bunch of iid data:

Loss function: Conditional Likelihood



Process

Decide on a model  

Find the function which fits the data best 
Choose a loss function 
Pick the function which minimizes loss 
on data 

Use function to make prediction on new 
examples

23©2018 Kevin Jamieson



Loss function: Conditional Likelihood

{(xi, yi)}ni=1 xi 2 Rd, yi 2 {�1, 1}

P (Y = y|x,w) = 1

1 + exp(�y wTx)bwMLE = argmax
w

nY

i=1

P (yi|xi, w)

= argmin
w

nX

i=1

log(1 + exp(�yi x
T
i w))= J(w)

What does J(w) look like? Is it convex?

■ Have a bunch of iid data:



{(xi, yi)}ni=1 xi 2 Rd, yi 2 {�1, 1}

P (Y = y|x,w) = 1

1 + exp(�y wTx)bwMLE = argmax
w

nY

i=1

P (yi|xi, w)

= argmin
w

nX

i=1

log(1 + exp(�yi x
T
i w))= J(w)

Good news: J(w) is convex function of w, no local optima problems

Bad news: no closed-form solution to maximize J(w)

Good news: convex functions easy to optimize

Loss function: Conditional Likelihood



Linear Separability

= argmin
w

nX

i=1

log(1 + exp(�yi x
T
i w))

When is this loss small?



Large parameters → Overfitting

When data is linearly separable, weights  ⇒ ∞

Overfitting

Penalize high weights to prevent overfitting?



Regularized Conditional Log Likelihood

argmin
w,b

nX

i=1

log
�
1 + exp(�yi (x

T
i w + b))

�
+ �||w||22

Be sure to not regularize the o↵set b!

Add a penalty to avoid high weights/overfitting?:



Multi-class classification

• So far: binary 
• In general: 
• ’s are called classes or labels

• A k-class classifier predicts  given 

𝑦 ∈ {−1, + 1}
𝑦 ∈ {𝑐1, 𝑐2, …, 𝑐𝑘}

𝑐𝑗

𝑦 𝑥



How to handle categorical labels

• So far: binary 
• In general: 
• ’s are called classes or labels

• A k-class classifier predicts  given 

𝑦 ∈ {−1, + 1}
𝑦 ∈ {𝑐1, 𝑐2, …, 𝑐𝑘}

𝑐𝑗

𝑦 𝑥

Ideas for how to use logistic regression for multi class prediction:  

- Try to predict  versus  for each i 

- Try to predict   as a linear function  for each i

ℙ[ci |x] ℙ[not ci |x]

ℙ[ci |x] wi ⋅ x



One-HOT encoding labels + softmax
• So far: binary 
• In general: 
• ’s are called classes or labels

𝑦 ∈ {−1, + 1}
𝑦 ∈ {𝑐1, 𝑐2, …, 𝑐𝑘}

𝑐𝑗
Ideas for how to use logistic regression for multi class prediction:  

- Try to predict  versus  for each i 

- Try to predict   as a linear function  for each i

ℙ[ci |x] ℙ[not ci |x]

ℙ[ci |x] wi ⋅ x

ℙ[c1 |x]
ℙ[c2 |x]

ℙ[ck |x]

⋮

w1 ⋅ x
w2 ⋅ x

⋮

wk ⋅ x

ew1⋅x /N
ew2⋅x /N

⋮

ewk⋅x /N



Softmax classification

2 classes  classes𝑘

𝑃(𝑦 = 1 𝑥) =
1

1 + 𝑒−𝑤⊤𝑥
= 

𝑒𝑤⊤𝑥

1 + 𝑒𝑤⊤𝑥

𝑃(𝑦 = − 1 𝑥) =
1

1 + 𝑒𝑤⊤𝑥

𝑃(𝑦 = 𝑐𝑗 𝑥) =
𝑒𝑤⊤

𝑗 𝑥

∑𝑗′￼𝑒
𝑤⊤

𝑗′￼𝑥

 

 argmax𝑤 ∑
𝑛

𝑖=1
log( 1

1 + e−𝑦𝑖𝑤⊤𝑥𝑖 )
 

 argmax𝑤

𝑛

∑
𝑖=1 

𝑘

∑
𝑗=1

1{𝑦𝑖 = 𝑐𝑗} log
e𝑤⊤

𝑗 𝑥𝑖

∑𝑘
𝑗′￼=1 𝑒𝑤⊤

𝑗′￼𝑥𝑖

Conditional probabilities

MLE

without loss of generality, set k = 2,  𝑤1 = 0

# Sigmoid # Softmax

# Logistic loss # Binary cross entropy



Regression and classification

• ML paradigm: define prediction  and loss 
• Then optimize:

• Squared error loss: 
• Logistic loss: 

𝑓𝑤(𝑥) ℓ(𝑓𝑤(𝑥),  𝑦)

ℓ(𝑓𝑤(𝑥),  𝑦) = (𝑦 − 𝑓𝑤(𝑥))2

ℓ(𝑓𝑤(𝑥),  𝑦) = log(1 + exp(−𝑦𝑓𝑤(𝑥)))

33

 𝑤̂ = argmin𝑤 ∑
𝑛

𝑖=1
ℓ(𝑓𝑤(𝑥𝑖),  𝑦𝑖)



Regression and classification

• Can we treat classification as a regression 
problem?

• Can we treat regression as a classification 
problem?

34

# Yes: could regress to a 
continuous output y and round to a 
valid label

# Is this a good 
idea? No, no smooth relationship between 

label values

# Yes: classify which “bin” the true number falls into: c1 = 
[0-10], c2 = [11-20], …

# Is this a good 
idea?

You lose some precision, but it actually 
can be. Sometimes easier to optimize. 
Can win a kaggle competition this way. 
Look into “distributional RL”



The ML pipeline

1. Task
2. Data 
3. Model family
4. Training loss
4. Optimize
5. Pick hyperparameters 
6. Evaluate

35
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Support Vector Machines



Two different approaches to regression/classification 

• Assume something about P(x,y) 
• Find f which maximizes likelihood of training data | 

assumption 
• Often reformulated as minimizing loss 

Versus 

• Pick a loss function 
• Pick a set of hypotheses H 
• Pick f from H which minimizes loss on training data

©2018 Kevin Jamieson
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• Learn: f:X —>Y 
• X – features 
• Y – target classes

• Expected loss of f:  
 
 
 

• Bayes optimal classifier: 

• Model of logistic regression: 

`(f(x), y) = 1{f(x) 6= y}

EXY [1{f(X) 6= Y }] = EX [EY |X [1{f(x) 6= Y }|X = x]]

f(x) = argmax
y

P(Y = y|X = x)

EY |X [1{f(x) 6= Y }|X = x] =
X

i

P (Y = i|X = x)1{f(x) 6= i} =
X

i 6=f(x)

P (Y = i|X = x)

= 1� P (Y = f(x)|X = x)

EY |X [1{f(x) 6= Y }|X = x] =
X

i

P (Y = i|X = x)1{f(x) 6= i} =
X

i 6=f(x)

P (Y = i|X = x)

= 1� P (Y = f(x)|X = x)

■ Loss function: 

P (Y = y|x,w) = 1

1 + exp(�y wTx)

What if the model is wrong? What other ways can we pick linear decision rules?

Y 2 {�1, 1}

Our description of logistic regression was the former



Loss Functions

{(xi, yi)}ni=1

Logistic Loss: `i(w) = log(1 + exp(�yi xT
i w))

Squared error Loss: `i(w) = (yi � xT
i w)

2

xi 2 Rd yi 2 R

■ Loss functions:

nX

i=1

`i(w)

Hinge Loss: `i(w) = max{0, 1� yixT
i w}

0/1 loss: `i(w) = I[sign(yi) 6= sign(xT
i w)]

<latexit sha1_base64="m5x9VmZztwbKk9/vnuXewLNuWBU="></latexit>



Linear classifiers – Which line is better?

©2018 Kevin Jamieson



Pick the one with the largest margin!

©2018 Kevin Jamieson

margin 2γ

x
T
w
+
b
=

0



Pick the one with the largest margin!
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x
T
w
+
b
=

0

w
x0

Distance from x0 to
hyperplane defined
by xTw + b = 0?



Pick the one with the largest margin!

©2018 Kevin Jamieson

x
T
w
+
b
=

0

w
x0

Distance from x0 to
hyperplane defined
by xTw + b = 0?

If ex0 is the projection of x0

onto the hyperplane then
||x0 � ex0||2 = |(xT

0 � ex0)T
w

||w||2 |

= 1
||w||2 |x

T
0 w + b|

= 1
||w||2 |x

T
0 w � exT

0 w|



Pick the one with the largest margin!
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margin 2γ

x
T
w
+
b
=

0

Distance of x0 from
hyperplane xTw + b:

Optimal Hyperplane

1

||w||2
(xT

0 w + b)

max
w,b

�

subject to
1

||w||2
yi(x

T
i w + b) � � 8i



Pick the one with the largest margin!
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margin 2γ

x
T
w
+
b
=

0

Distance of x0 from
hyperplane xTw + b:

Optimal Hyperplane

(reparameterized)Optimal Hyperplane

1

||w||2
(xT

0 w + b)

max
w,b

�

subject to
1

||w||2
yi(x

T
i w + b) � � 8i

min
w,b

||w||22

subject to yi(x
T
i w + b) � 1 8i



Pick the one with the largest margin!

©2018 Kevin Jamieson

margin 2γ

x
T
w
+
b
=

0

(reparameterized)Optimal Hyperplane

min
w,b

||w||22

subject to yi(x
T
i w + b) � 1 8i

■ Solve efficiently by many methods, 
e.g., 
□ quadratic programming (QP) 

■ Well-studied solution algorithms 
□ Stochastic gradient descent 
□ Coordinate descent (in the dual) 



What if the data is not linearly separable?

If data is not linearly separable, 
some points don’t satisfy margin 
constraint:

©2018 Kevin Jamieson

1

||w||2

1

||w||2

xTw + b = 0

min
w,b

||w||22

yi(x
T
i w + b) � 1 8i

If data is linearly separable

Two options:  
1. Introduce slack to this optimization problem 
2. Lift to higher dimensional space



What if the data is not linearly separable?

If data is not linearly separable,  
some points don’t satisfy margin constraint:

©2018 Kevin Jamieson

min
w,b

||w||22

yi(x
T
i w + b) � 1 8i

min
w,b

||w||22

yi(x
T
i w + b) � 1� ⇠i 8i

⇠i � 0,
nX

j=1

⇠j  ⌫

1

||w||2

1

||w||2

1

||w||2

1

||w||2

xTw + b = 0

xTw + b = 0

If data is linearly separable:



What if the data is not linearly separable?
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min
w,b

||w||22

yi(x
T
i w + b) � 1 8i

min
w,b

||w||22

yi(x
T
i w + b) � 1� ⇠i 8i

⇠i � 0,
nX

j=1

⇠j  ⌫

1

||w||2

1

||w||2

1

||w||2

1

||w||2

xTw + b = 0

xTw + b = 0

■ What are “support vectors?”

If data is not linearly separable,  
some points don’t satisfy margin constraint:

If data is linearly separable:



SVM as penalization method

• Original quadratic program with linear constraints:

©2018 Kevin Jamieson

min
w,b

||w||22

yi(x
T
i w + b) � 1� ⇠i 8i

⇠i � 0,
nX

j=1

⇠j  ⌫



SVM as penalization method

• Original quadratic program with linear constraints: 

• Using same constrained convex optimization trick as for lasso:

©2018 Kevin Jamieson

For any ⌫ � 0 there exists a � � 0 such that the solution
the following solution is equivalent:

min
w,b

||w||22

yi(x
T
i w + b) � 1� ⇠i 8i

⇠i � 0,
nX

j=1

⇠j  ⌫

nX

i=1

max{0, 1� yi(b+ xT
i w)}+ �||w||22



SVMs: optimizing what?

©2018 Kevin Jamieson

SVM objective:

nX

i=1

max{0, 1� yi(b+ xT
i w)}+ �||w||22 =

nX

i=1

`i(w, b)

Note: the minimizer of this can be written in terms of very few of the training points. 
These points are known as support vectors.
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Nearest Neighbor



Some data, Bayes Classifier

Optimal “Bayes” classifier:

Figures stolen from Hastie et al

P(Y = 1|X = x) =
1

2

Training data:
True label: +1

True label: -1

Predicted label: +1

Predicted label: -1



Linear Decision Boundary

Linear Decision boundary

xTw + b = 0

Training data:
True label: +1

True label: -1

Learned:

Predicted label: +1

Predicted label: -1

Figures stolen from Hastie et al



15 Nearest Neighbor Boundary

Training data:
True label: +1

True label: -1

Learned:
15 nearest neighbor decision  

boundary (majority vote)

Predicted label: +1

Predicted label: -1

Figures stolen from Hastie et al



1 Nearest Neighbor Boundary

Training data:
True label: +1

True label: -1

Learned:
1 nearest neighbor decision  

boundary (majority vote)

Predicted label: +1

Predicted label: -1

Figures stolen from Hastie et al



k-Nearest Neighbor Error

Bias-Variance tradeoff

Best possible

As k->infinity?

As k->1?

Bias:

Variance: 

Bias:

Variance: 

Figures stolen from Hastie et al



Notable distance metrics  
(and their level sets)

L1 norm (taxi-cab)

L-infinity (max) norm

Mahalanobis

L2 norm 



1 nearest neighbor

Dist(xi,xj) =(xi
1 – xj

1)2+(3xi
2 – 3xj

2)2

The relative scalings in the distance metric affect region shapes

Dist(xi,xj) = (xi
1 – xj

1)2 + (xi
2 – xj

2)2

One can draw the nearest-neighbor regions in input space.



1 nearest neighbor guarantee - classification

{(xi, yi)})ni=1 xi 2 Rd, yi 2 {0, 1}

Theorem[Cover, Hart, 1967] If PX is supported everywhere in Rd
and P (Y =

1|X = x) is smooth everywhere, then as n ! 1 the 1-NN classification rule has

error at most twice the Bayes error rate.

(xi, yi)
iid⇠ PXY



1 nearest neighbor guarantee - classification

{(xi, yi)})ni=1

1-nearest neighbor error =

xi 2 Rd, yi 2 {0, 1}

As xa ! xb we have P(Ya = 1|Xa = xa) ! P(Yb = 1|Xb = xb)

If p⇤ = maxy=0,1 P(Yb = y|Xb = xb) then the Bayes Error = 1� p⇤

lim
n!1

P( bf1NN (xa) 6= Ya|Xa = xa) = P(Yb 6= Ya|Xa = xb, Xb = xb)

= P(Yb = 1|Xb = xb)P(Ya = 0|Xa = xb) + P(Yb = 0|Xb = xb)P(Ya = 1|Xa = xb)

= 2p⇤(1� p⇤)  2(1� p⇤)

Theorem[Cover, Hart, 1967] If PX is supported everywhere in Rd
and P (Y =

1|X = x) is smooth everywhere, then as n ! 1 the 1-NN classification rule has

error at most twice the Bayes error rate.

(xi, yi)
iid⇠ PXY



Curse of dimensionality Ex. 1

side length r

X is uniformly distributed over [0, 1]p. What is P(X 2 [0, r]p)?

Ed
ge

 le
ng

th
 r



Curse of dimensionality Ex. 2

{Xi}ni=1 are uniformly distributed over [�.5, .5]p.

What is the median distance from a point at origin to its 1NN?



Nearest neighbor regression

{(xi, yi)})ni=1

Nk(x0) = k-nearest neighbors of x0

bf(x0) =
X

xi2Nk(x0)

1

k
yi



Nearest neighbor regression

{(xi, yi)})ni=1

Nk(x0) = k-nearest neighbors of x0

bf(x0) =
X

xi2Nk(x0)

1

k
yi

Why are far-away neighbors weighted 
same as close neighbors?

Kernel smoothing: K(x, y)

bf(x0) =

Pn
i=1 K(x0, xi)yiPn
i=1 K(x0, xi)



Nearest neighbor regression

{(xi, yi)})ni=1

Nk(x0) = k-nearest neighbors of x0

bf(x0) =
X

xi2Nk(x0)

1

k
yi bf(x0) =

Pn
i=1 K(x0, xi)yiPn
i=1 K(x0, xi)



Nearest neighbor regression

{(xi, yi)})ni=1

Nk(x0) = k-nearest neighbors of x0

bf(x0) =
X

xi2Nk(x0)

1

k
yi bf(x0) =

Pn
i=1 K(x0, xi)yiPn
i=1 K(x0, xi)

Why just average them?



Nearest neighbor regression

{(xi, yi)})ni=1

Nk(x0) = k-nearest neighbors of x0

bf(x0) =
X

xi2Nk(x0)

1

k
yi

bf(x0) =

Pn
i=1 K(x0, xi)yiPn
i=1 K(x0, xi)

bf(x0) = b(x0) + w(x0)
Tx0

w(x0), b(x0) = argmin
w,b

nX

i=1

K(x0, xi)(yi � (b+ wTxi))
2

Local Linear Regression



Nearest Neighbor Overview

• Very simple to explain and implement 
• No training! But finding nearest neighbors in large dataset at 

test can be computationally demanding (kD-trees help) 
• You can use other forms of distance (not just Euclidean) 
• Smoothing with Kernels and local linear regression can 

improve performance (at the cost of higher variance) 
• With a lot of data, “local methods” have strong, simple 

theoretical guarantees.  
• Without a lot of data, neighborhoods aren’t “local” and 

methods suffer. 
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Bootstrap



Limitations of CV

              The Bootstrap: Developed by Efron in 1979. 

• An 80/20 split throws out a relatively large amount of data if only 
have, say, 20 examples. 

• Test error is informative, but how accurate is this number? (e.g., 3/5 
heads vs. 30/50) 

• How do I get confidence intervals on statistics like the median or 
variance of a distribution? 

• Instead of the error for the entire dataset, what if I want to study the 
error for a particular example x?



Bootstrap: basic idea

Given dataset drawn iid samples with CDF       : 

D = {z1, . . . , zn}
i.i.d.⇠ FZ

We compute a statistic of the data to get: b✓ = t(D)

D = {z1, . . . , zn}
i.i.d.⇠ FZ

What is the distribution of                       ? b✓ = t(D)



Bootstrap: basic idea

Given dataset drawn iid samples with CDF       : 

D = {z1, . . . , zn}
i.i.d.⇠ FZ

We compute a statistic of the data to get: b✓ = t(D)

D = {z1, . . . , zn}
i.i.d.⇠ FZ

FZ(x) = P(Z  x)

bFZ,n(x) =
1

n

nX

i=1

1{zi  x}
FZ(x) = P(Z  x)

bFZ,n(x) =
1

n

nX

i=1

1{zi  x}

| bFZ,n(x)� FZ(x)|
n!1! 0 a.s.



Bootstrap: basic idea

For b=1,…,B define the bth bootstrapped dataset as 
drawing n samples with replacement from D  

D⇤b = {z⇤b1 , . . . , z⇤bn } i.i.d.⇠ bFZ,n

✓⇤b = t(D⇤b)and the bth bootstrapped statistic as:

Given dataset drawn iid samples with CDF       : 

D = {z1, . . . , zn}
i.i.d.⇠ FZ

D = {z1, . . . , zn}
i.i.d.⇠ FZ

We compute a statistic of the data to get: b✓ = t(D)



Bootstrap: basic idea

Given dataset drawn iid samples with CDF       : 

D⇤b = {z⇤b1 , . . . , z⇤bn } i.i.d.⇠ bFZ,n ✓⇤b = t(D⇤b)

FZ

bFZ,60
b✓

Given dataset drawn iid samples with CDF       : 

D = {z1, . . . , zn}
i.i.d.⇠ FZ

D = {z1, . . . , zn}
i.i.d.⇠ FZ

We compute a statistic of the data to get: b✓ = t(D)

| bFZ,n(x)� FZ(x)|
n!1! 0 a.s.



Applications
Common applications of the bootstrap:
• Estimate parameters that escape simple analysis like the variance or 

median of an estimate
• Confidence intervals
• Estimates of error for a particular example: 

b✓D ✓⇤b for b = 1, . . . , 10 95% confidence interval

Figures from Hastie et al



Takeaways
Advantages:
• Bootstrap is very generally applicable. Build a confidence interval around 
anything

• Very simple to use
• Appears to give meaningful results even when the amount of data is very 

small
• Very strong asymptotic theory (as num. examples goes to infinity)



Takeaways
Advantages:
• Bootstrap is very generally applicable. Build a confidence interval around 
anything

• Very simple to use
• Appears to give meaningful results even when the amount of data is very 

small
• Very strong asymptotic theory (as num. examples goes to infinity)

Disadvantages
• Very few meaningful finite-sample guarantees 
• Potentially computationally intensive
• Reliability relies on test statistic and rate of convergence of empirical CDF 

to true CDF, which is unknown
• Poor performance on “extreme statistics”  (e.g., the max)

Not perfect, but better than nothing.


