Finishing up bias-variance for
Ridge
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Ridge regression: minimize Z (wal- — yi)2 + /1||W||§

i=1
lllustrative potato delivery: w;,
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A quick trick/lemma for all of our pesky cross
terms

Lemma:
E[(A — B)*] = E[(A — C)"]1 + E[(B — C)*]
When
(1) (A — C) and (B — C)have finite variance,
(2) There exists some information G which
(1) fixes (A — C) and
(2) MakesE[B—C|G] =0



# Plan: work through an example

BiaS-Variance PrOPertieS where we can directly put bias/

variance in terms of A
Recall: Wijqge = X'X + D)~ X'y
To analyze bias-variance tradeoff, we need to assume probabilistic
generative model: x; ~ Py, y=Xw+e€, € ~ N(0,6°1)
for some ground truth model parameter w

The true error at a sample with feature x is

A
[(y — x! r1dge)2 | x] # X is a test sample, Wy;q. IS fit to a dataset

tram | X



. - - # Plan: work through an example
BlaS'Varlance Propertles where we can directly put bias/

variance in terms of A
. Recall: g, = X' X+ 2D~ X"y
= To analyze bias-variance tradeoff, we need to assume probabilistic
generative model: x; ~ Py, y=Xw+e€, € ~ N(0,6°1)
» The true error at a sample with feature x is

2 : N\ L
tram|x[()’ x! rldge) |xX]  #xisatest sample,wridge is fit to a dataset

= [Eylx[(y [E[y|X])2 |)C] + [E@tram ([E[ylx] — xTWridge)Zl-x]

Irreducible Error Learning Error




. - - # Plan: work through an example
BlaS'Varlance Propertles where we can directly put bias/

variance in terms of A
. Recall: g, = X' X+ 2D~ X"y
= To analyze bias-variance tradeoff, we need to assume probabilistic
generative model: x; ~ Py, y=Xw+e€, € ~ N (0,06°1)

» The true error at a sample with feature x is

A A
[Ey,gztmmu[(y — xTWridge)2 |x]  #xis atest sample, Wridge is fit to a dataset

= E,,[(y — Ely|x1)2[x] + Eg, _ [(Ely|x] — x40 | 4]

train
T

=E,,[(y— xTw)? | x] + Ey [((xTw —x

train

vAVridge)z |x] #truew



. - - # Plan: work through an example
BlaS'Varlance Propertles where we can directly put bias/

variance in terms of A
. Recall: g, = X' X+ 2D~ X"y
= To analyze bias-variance tradeoff, we need to assume probabilistic
generative model: x; ~ Py, y=Xw+e€, € ~ N (0,06°1)

» The true error at a sample with feature x is

A
[(y x! rldge)z | X] # x is a test sample, Wridge is fit to a dataset

(ELy ] = x"Wigee) [ X]
T

tram | X

=E,.[(y — Ely|x])*|x] + Eg_ [
=E,,[(y —x Ty)? | x] + Ey [((xTw —x

[(Es,

Irreduc. Error Bias-squared Variance

erdge)z |x]  #truew

T A

=0’ + (xTw - Es [x wrldgelx])2+ Egy [x v?/ridgelx] —X wridge)zlx]

train train

train




. - . # Plan: work through an example
BlaS'Varlance Propertles where we can directly put bias/

variance in terms of A
. Recall: g, = X' X+ 2D~ X"y
= To analyze bias-variance tradeoff, we need to assume probabilistic
generative model: x; ~ Py, y=Xw+e€, € ~ N (0,06°1)

» The true error at a sample with feature x is

A
[(y x! Hdge)z | x] # x is a test sample, Wridge is fit to a dataset

[(y — Ely|x])* |x] + Eg,  [(ELy|x] = x"Wy400)° | 1]

y |X train

tI'aIIl | X

2 T 2
=E,,[(y —x Twy? | x] + [E@tram[(x W= X Wiygee)” | X]  #truew
2 T~ 2
= i + (xTw — [E@tram[x wndge | x])” + [E@m[([E@t m[x wndge | x] — x Wridge) | x]
Irreduc. Error Bias-squared Variance
nl
Suppose XX = nl, then Wridge = XTX + D' XT(Xw + ¢€)
n 1

# Not realistic but pretend we'’re w+ XTe # A trades off weight
sampling independent Gaussians n+4 n+4 on data vs. noise




Bias-Variance Properties suppose X”X = n, then

. n
Wdoa = w =+

X7e
T

n Reca”: wridge = (XTX + AI)_ley

= To analyze bias-variance tradeoff, we need to assume probabilistic
generative model: x; ~ Py, y=Xw+e€, € ~ N(0,6°1)
» The true error at a sample with feature x is
|:Ey’9train| Ay —x M rldge)z | x]
= E,, [y — Ely|x])*|x] + Eg,
=E,,[(y— xTwy? | x] + Eg  [(xTw —x

train

[([E[y | X] - XT Arldge)z | X]

T 2
erdge) | X]

2 A Tn 2

=o'+ (x'w — Eg | X' Wrigge | XD)* + Eg, [(Egy | X Wiigge [ X1 = X7 iyi4g0)* 4]

(verify at home) 2 o2n » A trades off bias +
2 T.,N\2 :
= 0- + W' X -+ variance
Y+ sl
L  Larger A —

Irreduc. Error Bias-squared Variance  Bigger bias

« Smaller variance



: _ _ —
Bias-Variance Properties Spipese 2L = il

n
H R A . T 2 2
= Ridge regressor: W5 = arg mu%nz (i — 2Fw)” + Aw||3
= True error =1
2 0'27’l
_ Iy, 2 — 2 T .\2 2
|Ey’9train|x[(y X Wﬂdge) |JC] 0"+ (I’l-l-/l)z (W X) + (n+/1)2”x“2
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d=10, n=20, 6* = 3.0,||w||5 = 10
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What you need to know...

> Regularization

- Penalizes complex models towards preferred,
simpler models

> Ridge regression
. . 2
- L, penalized least-squares regression A||w|[;

- Regularization parameter trades off model
complexity with training error

- Never regularize the offset!



Simple Variable Selection
LASSO: Sparse Regression
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Sparsity WL =argmin Yy (y; — szw)2
=1

= Vector w is sparse, if many entries are zero



Ridge vs. Lasso Regression

= Ridge Regressmn objective:
T

2
Wridge = arg mlnz —xjw)” 4+ NJw||3
1=1

2+$+...+E ) —~ /

= Lasso objective: n




Regularized/Penalized Least Squares

Ridge : r(w) = ||wl|5 Lasso : r(w) = ||w||1

W, = arg minz (yi — x;-rw)Q + Ar(w)
i=1

For any A > 0 for which w, achieves the minimum, there exists a v > 0 such that

mn
~ : 2
w, = arg min E (yz — x?w) subject to fr(’w) < v
w
i=1




How does Lasso penalization affect solutions?

n
o e . T 2
minimize,, Z W' x;—y)
i=1

subject to |[w|l; < u

« the level set of a function £ (w,, w,) is defined

as the set of points (w;, w,) that have the same
function value (objective value)

» the level set of a quadratic function is an oval
e the center of the oval is the least squares

. A N W2
solution w,_, = Wy g 4 .
1-D example with quadratic loss W<
L (wy)
1

»
L

| |
a b Wi
Level set of £ (w,) at value 1 is {a,b}




Why does Lasso give sparse solutions?

n
o e . T 2
minimize,, Z W' x;—y)
i=1

subject to ||w|; < u

e as we decrease u from infinity, the feasible set
becomes smaller

* the shape of the feasible set is what is known as
Ll ball, which is a high dimensional diamond

e |n 2-dimensions, it is a diamond Vﬁ‘;z
{(Wl,Wz)‘ (Wil + 1wy | <}

« when y is large enough such that [[w, - |l; < g,

then the optimal solution does not change as the
feasible set includes the un-regularized optimal
solution

feasible set: {w € R?| |||, < u} —>



Why does Lasso give sparse solutions?

n
o e . T 2
minimize,, Z W' x;—y)
i=1

subject to |[w|l; < u

e As u decreases (which is equivalent to
increasing regularization A) the feasible
set (blue diamond) shrinks

* The optimal solution of the above e @
optimization is ? @

feasible set: {w € R?| Wil Lu}——>




Why does Lasso give sparse solutions?

n
o e . T 2
minimize,, Z W' x;—y)
i=1

subject to |[w|l; < u

For small enough 1, the optimal solution
becomes sparse

This is because the L-ball is
“pointy”,i.e., has sharp edges aligned e
with the axes

feasible set: {w € R?| ||w||, < u} —>




Constrained Least Squares

e LASSO regression finds sparse solutions, as L;-ball is “pointy”

» Ridge regression finds dense solutions, as L,-ball is “smooth”

n n
C e . T 2 < v - T 2
minimize,, E (w X; — y,-) minimize,, Z,(W X — yl')
i=1 i=1

subject to ||w|l, < u subject to ||w||§ < u



L1 Ball in Higher Dimensions

> L1 ball 3 dimensions

|Corners: 1-sparse

‘/,;

Edges: 2-sparse


https://www.desmos.com/3d/3e04ba4e31

CSE 546
Gradient Descent




How do we find LASSO weights?

* This is related to some questions you might have so far in this course

n
Why do we use quadratic loss, Z (y; — wai)2 ?

* _— Convex!
* The local
e Why is Gaussian noise so popular? - minima is the
f(z) = e 2 2 global minimum

2ro?

« Why was Ridge Regression with L, regularizer, ||w||%, the first to be used?

# Math is easier, but also....
« When we want sparsity, why do we use L, regularizer, ||w||;,
and not L, 5 regularizer, ||w||q s ?

# Easier to optimize! Because...?



Our method for finding weights so far:

» Standard ML paradigm: Define loss, then optimize

~ . 9

Gus — argminlly - Xwl}  +4]u]
2XTXw—-y)=0 # | |w]||, is not differentiable at w; = 0
W= (XTX)_IXT); # No “closed form” solution!

 But, no closed-form solutions for most losses we use in practice.
» Key idea: Iterative methods # Start with a guess for w
* Used everywhere! # Iteratively refine to reduce loss




Gradient Descent: THE iterative method
s = argmin |ly — Xuw||3 +4[w],

 What information do we need to minimize a
function f?
* It helps to know f(w)

- And ideally V_, f(w)

| I Step direction:— VW fw)
Step size:n | V,, f(w)]

f(w)




Gradient Descent in higher dimensions




Gradient Descent pseudocode

eeeeeeeeee

# hyperparameters
GradientDescent(f, wy, 17, T') :
For(t=1toT):
Wy =w,_ — 1| Vw,_lf(wt—l) |

# To pick w,? Meh... randomly?

# To pick n? Trial and error...



GD for LS, offset + 1 feature, initialized w,,

i, yi) I Wi < w,—n-V, f(w,)
iy Yi) fi=1

700 0,

600"
- 500
(e}
S
— 400" .
& h(x) =-900-0.1 x
© 3001 1
3
& 200¢

100¢ Training data

— Current hypothesis

1000 2000 3000 4000 1000  -500 0 500 1000 1500 2000

Size (feetz) Ww[0]

Evolution of the predictor y = w[0] + w[1]x

Gradient descent dynamics in the parameter space w
Ovals show the level set of the objective function



GD for LS, offset + 1 feature, w,

# current model
w Wo

700

w(2]

Price $ (in 1000s)

1007 Training data
— Current hypothesis

1000 2000 3000 4000 1900 -500 0 500 1000
Size (feetz) wil]

1500 2000

Evolution of the predictor y = w[0] + w[1]x

Gradient descent dynamics in the parameter space w
Ovals show the level set of the objective function

29



GD for LS, offset + 1 feature, w,

# current model
W Wy

Wy

w(2]

Price $ (in 1000s)

100f Training data
— Current hypothesis

1000 2000 3000 4000 1000 -500 0 500 1000 1500 2000

Size (feet?) f,ou |

Evolution of the predictor y = w[0] + w[1]x

Gradient descent dynamics in the parameter space w
Ovals show the level set of the objective function

30



GD for LS, offset + 1 feature, w;

# current model
W Wy

700
Wy
600/"-..

(o
o
(=]

N
o
S

w(2]

Price $ (in 1000s)

100f Training data .. |
— Current hypothesis

1000 2000 3000 4000 00 _560 0 500 1060
Size (feetz) wl]

1500 2000

Evolution of the predictor y = w[0] + w[1]x

Gradient descent dynamics in the parameter space w
Ovals show the level set of the objective function

31



GD for LS, offset + 1 feature, w,...

# current model
W Wy

700

W
6001

(o
o
(=]

N
o
S

w(2]

s 8
S KO
; -

Price $ (in 1000s)

[\~

—

o

o
T

Training data

— Current hypothesis

1000 2000 3000 4000 1000 _560 0 500 10'00
Size (feetz) wil]

o

1500 2000

Evolution of the predictor y = w[0] + w[1]x

Gradient descent dynamics in the parameter space w
Ovals show the level set of the objective function

32



GD for LS, analytically

o ”df(W)
+1 — "t N
= argmm—z —x'w)"  #f(w) or loss function aw | .,
Vi, fwy) = XT(XW =) # from previous lectures
W1 = w,— X' (Xw,—y) # how can we check if this is right?

\

4T

A

33



GD for LASSO, analytically

# f(w) or loss function

2

1
W = argmin EHy - Xw”2 + Aljwll,

w

d
V,f=X"Xw—y)+ 1 2 sign(w;)

i=1

Wippr < W= 11 Vwa=wt

d|w;|
dWl'

w=w;,

# LASSO regularizer is
convex. So?

# Local minima = global
minimum

(41 w; >0
=< [-L1] w;=0
-1 w; <0

# Gradient of absolute value
is undefined at w=0, so
define a sub gradient



How do you choose a step size?

What can go wrong if nis too small?  What can go wrong if nj is too large?

o) 1S

Jo

f(w) fw)

Slow Divergence!
convergence 35



How do you choose a step size?
« In practice: guess and checkt MAKE PLOTS

36



How do you choose a step size?
* In practice: guess and checkf MAKE PLOTS

o Vax

Loss

} b _ — L S~—__~
Train Train steps

#If | picksat%)asrning rate n and observe the plot on the left, did | pick wrong?
# What about the plot on the right? 37



Convexity
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What is a convex set?

A set K C RY is convex if (1 — Az + Ay € K for all 2,y € K and ) € [0, 1]

Examples of convex sets

Examples of non-convex functions: anything else

v | $O




What is a convex function?

A function f: R — R is convex if f((1 — XNz + Ay) < (1 = N)f(x) + Af(y)
for all z,y € K and \ € [0, 1]

Examples of convex functions: “look like bowls”

N

Examples of nhon-convex functions: anything else




Convex functions and convex sets?

A set K C RY is convex if (1 — Az + Ay € K for all 2,y € K and ) € [0, 1]

A function f: RY — R is convex if f((1 — XNz + Ay) < (1 = N)f(2) + Af(y)
for all z,y € K and \ € [0, 1]

A function f : R? — R is convex if the set {(z,t) € R4l : f(x) <t} is convex




More definitions of convexity

A function f : R?Y — R is convex if f((1 — Nz + Ay) < (1 = N)f(z) + Af(y)
for all ,y € K and \ € [0, 1]

A function f :R? — R is convex if the set {(z,t) € R : f(x) <t} is convex

A function f : R? — R that is differentiable everywhere is convex if
fly) > f(x) +Vf(z)" (y— ) for all z,y € dom(f)

~_ -




More definitions of convexity

A function f : R?Y — R is convex if f((1 — Nz + Ay) < (1 = N)f(z) + Af(y)
for all ,y € K and \ € [0, 1]

A function f :R? — R is convex if the set {(z,t) € R : f(x) <t} is convex

A function f : R? — R that is differentiable everywhere is convex if
fly) > f(x) +Vf(z)" (y— ) for all z,y € dom(f)

A function f : R? — R that is twice-differentiable everywhere is convex if
V2f(z) = 0 for all x € dom(f)

~_ -




Why do we care about convexity?

Convex functions

- All local minima are global minima

- Efficient to optimize (e.g., gradient descent)

Convex Function

N

Non-convex Function

S




Gradient Descent

Initialize: wg =0
fort=1,2,...
w1 = wy — NV f(wy)

Convex Function Non-convex Function

NV




Sub-Gradient Descent

Initialize: wg = 0
fort=1,2,...
Find any ¢ such that f(y) > f(w:) + ¢, (y — wy)

Wiy1 = W — NGt
g is a subgradient at z if f(y) > f(z) + 9" (y — x)

Convex Function Non-convex Function

N L




Coordinate descent

Initialize: wg = 0

fort=1,2,...
Let i, =t % n
it it 0 f(w)
w£+%:w£ )—77

' (‘9w(@t) W=Wt



Machine Learning Problems

» Given data:
(i, yi) biza Ti € R y; € R

n
= Learning a model’s parameters: Z i (w)
1=1

Logistic Loss: ¢;(w) = log(1 + exp(—y; z} w))
Squared error Loss: £;(w) = (y; — z w)?

Gradient Descent:

1 n
— — w | gz ‘
W41 Wi nV (n ; (’lU)) —



Optimization summary

= You can always run gradient descent whether f is
convex or not. But you only have guarantees if f is
convex

= Many bells and whistles can be added onto gradient
descent such as momentum and dimension-specific
step-sizes (Nesterov, Adagrad, ADAM, etc.)



Stochastic Gradient
Descent
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Gradient descent...

» Given data:
{(zs,y)Hiew € RY yi € R

n
= Learning a model’s parameters: Z i (w)
1=1

Gradient Descent: | o
Wiyl = W — N (n Z (w)) I

=1



Gradient descent... meet stochastic GD

= Given data:
(@i, yi) Fien Ti € R y; € R

= Learning a model’s parameters: Z Ci(w

Gradient Descent: n
o7 2|
w — W —
t+1 t n 2 4i( _—

Stochastic Gradient Descent:

I; drawn uniform at
W=y random from {1,...,n}

B[Ve, ()] = 524w = VE(w)

Wil = Wy — NVl (w)‘



E[Stochastic Gradient descent ] = GD
= Learning a model’s parameters: zn: i (w)
1=1

Stochastic Gradient Descent:

I; drawn uniform at

W41 = Wy — NVl (’w)|w:wt random from {1,...,n}

E[V{r, (w)] = VI(w)

= How do we argue about GD/SGD’s convergence?



Stochastic Gradient Descent Convergence

Theorem: For Convex loss functions,

Let Wil = Wy — nvngt (w)‘ I; drawn uniform at so that
W=y random from {1,..., n
E[Ver, (w Z A (w)

If le — w()Hg < R and SUpm?XHV&-(w)Hg < (G then

_ R nG RG R
Elf(w) — (w.)] < 5T 5 S\ "=\ ar

T

w = 121075

t=1
(In practice use last iterate)

~ |



SGD convergence outline

= Proof outline:
= We’ll argue that the gradient of the loss at time t is big if w_t’s loss is big

= Show that the weights at time t+1 are getting close to the optimum weights
= By arguing about the update from time t to time t_+1



SGD Convergence: argue about update/gradients
ELV, D) (w, — ws) > E[£(w;) — £(w:)] (Our Lemma)

It’ll help to argue our update moves us towards OPT quickly if our loss is far from OPT
E[Ver, (we)! (wy — w,)] = ]E[E[Vﬁft (w)! (wy — w) |, wy, .. i1, wt_lﬂ

#E1wrtl t, E2wrtl 1, ... 1 t-1

= E[Vl{(w) (w; — w,
[ (we)” (e >] # We argued before

> E[l(w) — l(w,)]
# Convexity of £



SGD Convergence: Argue weights converge

ELV, D) (w, — ws) > E[£(w;) — £(w:)] (Our Lemma)

Now, we argue that after t steps, our weights are pretty close to OPT:

E[||ws 1 — wil|3] = E[||we — nV Ly, (wy) — wi||3]  # Def of SGD update
= El[w; — w.l3] = 2nE[Vr, (wr)" (wy — ws)] + 0°E[[ VL, (we)]]3]
# expand 72
< Ellw,—wel |5 = 20E[£(w) — £w:) || + n*E[ ]| V£, (W) | 15]
# Our Lemma
< E[fJwe — w.3] — 20E[¢(we) — €(w.)] + G

# Upper bound we assumed
on our gradients



SGD Convergence: Argue about average weights

ELV, D) (w, — ws) > E[£(w;) — £(w:)] (Our Lemma)

E[] W, — ws] |§] < E[||w, — wx] |§] — 2E[Z(w,) — £(w:)] + n*G (Our Weights Lemma)
2nE[Z(w,) — E(w:)] < E[||w, — wx| |§] +17°G — E[||w,, | — wx| |§] (Our Weights Lemma, reat

T

1
> E[l(wy) — £(w.)] < 5 (Efl|wr — wil3] = Elllwrr — ws|[3] + Tn*G)
t=1
R TnG
< —+
21 2 #Ignoring the second term

and using our assmpt on
how close we were to begin
with



Stochastic Gradient Descent

Proof

Jensen’s inequality:
For any random Z € R? and convex function ¢ : R — R, ¢(E[Z]) < E[p(Z)]

t=1

T
= 1
B{H(@) — f(w)] < 7 OBltw) —fws)] 0=
t=1



Stochastic Gradient Descent

Proof

Jensen’s inequality:
For any random Z € R? and convex function ¢ : R — R, ¢(E[Z]) < E[p(Z)]

T
] e 1
B{e() ~ ()] < 7 3 Eft(we) - €] W= ; w
_ R nG RG R
Ew(w) - E(w*)] < ﬁ -+ 7 < T n = aT




Mini-batch SGD

Instead of one iterate, average B stochastic gradient together

Advantages:

- de-noises gradient
- Matrix computations
- Parallelization



