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Dimensionality reduction
" A
m |Input data may have thousands or millions of

dimensions! X
e.g., text data has 0,000 ~  los oo 000 Ains

m Dimensionality reduction: represent data with
fewer dimensions
easier learning — fewer parameters
visualization — hard to visualize more than 3D or 4D

discover intrinsic dimensionality” of data
M hlgh dimensional data that is truly lower dimensional
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Lower dimensional projections
" J——
m Rather than picking a subset of the features, we

can new features that are combinations of

existing features
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m Let's see this in the unsupervised setting
just X, butnoY
S




Linear projection and reconstruction

project into> } E

1-dimension

reconstruction:
only know z,, M+
what was (x;,X,)




Principal component analysis —

. basicidea

m Project n-dimensional data into k-dimensional
space while preserving information:
e.g., project space of 10000 words into 3-dimensions
e.g., project 3-d into 2-d

m Choose projection with minimum reconstruction
error B T
i
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Linear projections, a review Lﬁj{

" lvill= |
m Project a point into a}mgower dimensional) space:
point: X = (x1,...,x5 S

select a basis — set of basis vectors — (u,,...,u,)

= we consider orthonormal basis:
ueu=1, and u;*u=0 for ix]

select a center — X, defines offset of space
best coordinates in lower dimensional space defined

by dot-products: (z;,...,2,), z; = (X-R)*u, bl appro
= Minimum squared error /
X ¢
- _ L
yd 2.2 (X=X W D &= e (63)- 2]
uo__.awﬂ < —_N SL
) S cecmtd
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PCA finds projection that minimizes

] rgggnﬁtrggtion error

m Given N data points: X' = (x4},...,X4), i=1...N ?,,S(c{{»« b
= Will represent each pomt asa prOJectlon gech BaSiS
J Alms }}Sﬂ‘ 1 M /—— \

| ko) 1 N
)?:Z:i—l—z zju; where: x =~ Y x" and 2= (x' = %) -y

' L,N\Zi)
o ;r.t‘“;c itS of

‘\pPﬂX Leck !ns) 3 ﬂ)'c\" . maen of
1 J
m PCA: dats X2 4e
Given k<<d, find (uy,...,uy) i °"by_
minimizing reconstruction error: K '
N o
errory = Y _ (x* — %12
i=19 R o ]
app ok X
4'«& ¥ |

pw\
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Understanding the reconstruction

grrgr
N

m Note that x' can be represented

------

A,Xzzi—l— Z

j=1

.. WA ovl"\w'-wl\
O Redvritin error:
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(T
Shir ~7 = k i
X'=X4+ ) zZ5u;
Ve =1
I (vt T
zi = (\X - X)-u;
Given k<<d, find (uy,..., u,)
minimizing reconstruction error:

N
error, = » _ (x' — %12

B ST\
K\HZ z) uJ "(\“‘E'z)ou‘))»
AR EJ
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-“\wwih] diwnsion) “r; £h :«.)EH"E
S“’l‘ OULV‘?: pb"‘ }6'\6;".} X‘m\g

©Carlos Guestrin 2005-2014 8



Reconstruction error and

] Savariangi matrix
Weathd N 9 ST

™

errory = Z Z [u‘7 (x —X)]2
h{ 1 j=k+1 |
:2"i i Wy G- ) (X

~ N ,
_ 4 )=
] 'Z'km 0\3 LE“:'(\‘ ) ’
9% L’V -
v 2,
Wﬁ.'\"'
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Minimizing reconstruction error and

giggn vggtgrs

m Minimizing reconstruction error equivalent to picking

orthonormal basisd(u1,...,ud) minimizing:
error = N Z uquj

m Eigen vector: |
w - MW T - » w/ﬂ zA

72 p R t{rn\ncbf k w Zk

M&y:,‘ (AT " (L“:I

O Minimi'fi"\g reconstruction error equivalent to picking (u,,,
...,Uy) to be eigen vectors with smallest eigen values

.'jr\om& '
dire C‘,‘)"\J ,H,\ . wd kS Uj‘" l/ld”‘ w A
: e = vow out Ak T .
'J\\I":\“!LL{"’ "oC s mo lles? Lopn v b

D) by Ligtnvichs with fapt cjgn S
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o\
Basic PCA algoritm ==

Start from I by @ data matrix X

Recenter: subtract mean from each row of X
@»

X, < X-X & Y=

e, 1
Compute covariance matrix:
>« 1/N X.T X, \

Find eigen vectors and values of > Ny
Principal components: k eigen vectors with "";*» Sea ) A .
— o Ki..

highest eigen values T T

- —

oo
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PCA example
" JEE—_

k
i = i
X' =x-4+ E Y
j=1

) rgure 1 Jios| T =T
Fie Edit “iew Insett Tools Deskico window  Heb Ll Fie Edi ‘Wiew Insett Took Desktop Window  Help
eE&|h a9 0B |8 O NeEHS | 2ame (S 0@ ad
9 o
g o Bt o/
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7 v o
© ’
mean
fit o B ;} .
\ . First
5r &r eigenvector
al a0 4t ol o
[ 4
3 o 2 4 o
L Second
8 ° o eigenvector
1 Tr
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o1 Z 31 4 &5 6 T @ 9 o £ 3 4 5 B T B 3

©Carlos Guestrin 2005-2014



PCA example — reconstruction
" I

k
~1 - Z ] only used first principal component
Jj=1
=10 x| =]k
Fie Edi ‘Wiew Inzert Took Desktop  Window  Help ~ File Edt Yiew Insert Tools Desktop  Window Help -
NEsR&|: RaMme (v 0| a0 Neda|k @aaqaE/0R eO

. . Lot

gl & gl J Ko

8| mean o ol > '\
First
-—
ot \< e|genvec-t0r sl < Af /‘*-

At & [¢] al Q;, o
3 o . & -
Second
a0 eigenvector 2l o
1F n
D 1 1 1 1 1 i
0 1 2 3 4 5 B 7 g = 0 L . L L L L ! L i
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Eigenfaces [Turk, Pentland '91]

m Input images:

]
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Eigenfaces reconstruction

" A
m Each image c_:cg
Components'?'

esponds to adding 8 principal

‘rf'r




Scaling up
"
m Covariance matrix can be really big!
Sisdbyd 4 —~ =
oo
Say, only 10000 features
finding eigenvectors is very slow...

m Use singular value decomposition (SVD)e A""%

| . 0n Y
finds (e} K eigenvectors Mk

great implementations available, e.g., GraphLab,
python, R, Matlab svd
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SVD
" S

m Write X=WSVT
X < data matrix, one row per datapoint
W < weight matrix, one row per datapoint — coordinate of x' in eigenspace

S < singular value matrix, diagonal matrix
= in our setting each entry is eigenvalue A,

VT < singular vector matrix
= in our setting each row is eigenvector v,
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PCA using SVD algoritm
"
m Start from m by n data matrix X
m Recenter: subtract mean from each row of X

X, <~ X-X
m Call SVD algorithm on X_ — ask for k singular vectors

m Principal components: k singular vectors with highest
singular values (rows of V)
Coefficients become:
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What you need to know
" A
m Dimensionality reduction
why and when it's important
m Simple feature selection
m Principal component analysis

minimizing reconstruction error

relationship to covariance matrix and eigenvectors
using SVD

©Carlos Guestrin 2005-2014
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Neural Networks

Machine Learning — CSEP546
Carlos Guestrin

University of Washington
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Logistic regression

" A
P(Y|X) represented by: A

1+ e—(wo+2i w;T;)
g(wo + 3 wiwy)

m Learning rule — MLE:

82(3) ij[y'—P(Yj_l‘xj W)l
o= Za:][y —g(wo+zwz J)]
| rsq-. '
: .
w?‘o — w,£)—|— n Z 37] 5 frudh pookie

J
57 = ¢ — glwo + > _ wiz])
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Sigmoid

g(wo + Z WiT;) =

Wo=2, W,=1

1

wy,=0, w,=1

©Carlos Guestrin 2005-2014

1 4 e~ (wot22; wizs)

wy=0, w,=0.5
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Perceptron more generally J~
"

m Linear function: (?S(wu’z‘w:w,) z WetZuy,

m Link function: j( )
= Output: (alﬂ
m Loss function: Ioj:shc 055

m Train via SGD:



Perceptron as a graph
"

6666666666

g(wo + Z w;x;) =

1

1+ e_(wo_l_Zz' w;T;)

h_
@ e
3y —= @Z@

. / g (et Z i)
%)




Linear perceptron

classification region
"

0
----------

g(wg + ;’wzxz) — 1+ o— (wo+)_; wiz;)

3(\«/.—\2“‘.*) 70 .

3( Wo *Z WwiX:) <0.5
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Optimizing the perceptron
"
m [rained to minimize sum-squared error
(W) = 3y~ glwo+ X wigh]? == Spuaey
() R S

nd:,
-hny“‘ f ' ﬁ"\

4 (\J) 5 A deseert or SED

—

0 Wi




The perceptron learning rule with

Iggiﬁtig link and Sﬁuared losS
O P fwlh:/ Mviafin

($+1) M. ° <1
w; — w;+nYy xlé
J

= [y - g(wo+ Y wig)lg’ (1 - ¢)

¢ = glwo+> wil)

Fighlly A 2 becose oF
f?b@f’& [os§

m Compare to MLE:
w,; <— w; + nZazgéj
J

& =y — glwo + Y wi))]




Percepton, linear Classmcatlon
0,1 Apef8]

] nglgan anctlon s
6=

m Can learn x, AND x,

gtk > 0wy X4
v o b}‘w-ay: nD Yo

m Can learn x, OR x, ;"“é,
l
=

m Can learn any conjunction or disjunction
X| AND X’L AvD {} R AND Y{\ ( “'\*I»o.j'
™~

Vi L

i
la
\
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Percepton, linear classification,

. gBo0lean anctions

m Can learn majority V¢

m Can perceptrons do everything? N¢° YR
X1 YoR Ye



Going beyond linear classification
" S
m Solving the XOR problem
\/"— 3(( yor Y1 T (X,A'H(z) Ok w)

\,——v-_/
Vi Vo

CI\QEI\(A ‘,b;{‘“\lv

f)afu?}m\; oY) 2( ntrate
Non-ling,- (@»iﬁtr




Hidden layer
" JEE—
m Perceptron: out(x) = g(wo+ ) wiz;)
m 1-hidden layer: /\Jl“ -
out(x) = g (’wo + Zwkg(w’c’ﬁ + Z wfxz))
k i




Example data for NN with hidden layer
. m ., N

)| & ‘[m YMQM.&”""
A‘Ah) ¢n (_b,hf

.41
.IA.
’

A target function:

Input Output

10000000 — 10000000

01000000 — 01000000

00100000 — 00100000

00010000 — 00010000

00001000 — 00001000

00000100 — 00000100

00000010 — 00000010 " /3 Jirv
00000001 — 00000001 ,\,w( 3 &

W = buk lmL)
Can this be learned??

32



Learned weights for hidden layer
" S

A network: - o
7
L
04‘» /«{\o
:#'ﬁ: i ansy LA U‘h’\\j
Learned hidden layer representa%
Input Hidden / Output
V,Vakylgsv3
10000000 — .89 .04 .08 — 10000000
01000000 — .01 .11 88 — 01000000
00100000 — .01 .97 .27 — 00100000
00010000 — .99 .97 .71 — 00010000
00001000 — .03 .05 .02 — 00001000
00000100 — .22 .99 .99 — 00000100
00000010 — .80 .01 .98 — 00000010
00000001 — .60 .94 .01 — 00000001




NN for images
S

left strt rght up

—

90% accurate learning head pose, and recognizing 1-of-20 faces

34



Weights in NN for images
" J———
left strt rght up Learned Weights

YWY

A
-

1
|J
—=

.

' 1
L f‘h

I n E

inputs K j‘.:_ A.l_

r 3
v
v

Typical input images

©Carlos Guestrin 2005-2014
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Forward propagation for 1-hidden

| r - Prediction
O Vi

m 1-hidden layer: 7
(’UJO + Z wkg(wo + Z wy xz))
k i

out(x) = g
<’ | t\,:’

| b
-

-k 6(1)'-\;1 ot J(Z) ot (0
Yol / [ .

V2R
. e
/ V., /
W\ -‘-)'M
S iﬁ)f wowA 7 A
- . - rﬁ &Mhlo\k fmd“’lﬂ
Qc/ ‘.‘)b(ll. T"T |

(),m(,‘c ,';a')




Gradient descent for 1-hidden layer —

Back-ﬁrogagatlon Computing %™

Dropped w, to make derivation simpler
2 0
(W) = — Z[y — out(xj)]

out(x) = g(Zwk/g(Zwi/xi/))
k/ ,1;/

(W) _ Z 1 — out (XJ)]aout(X)

8wk wk
\—

—




Gradient descent for 1-hidden layer —

Back-ﬁrogagatlon Computing “"}

Dropped w, to make derivation simpler
2 0
(W) = 23l — out()]

J

out(x) = g (Z wk/g(z wf,/:z:i/))
K/ 7/

(W) L .- Qout(x7)
= — — t J
D j;l ly — out(x’)] Dk
_
/

,«,{;m‘(" or SG"’D S?L‘fJ

ke )



Multilayer neural networks

W= Y, . =
I " '/ // —— /
~ -




Forward propagation — prediction
"

m Recursive algorithm

m Start from input layer

m Output of node V, with parents U,,U,,...:

Vie = Q(waUi)
5

—




Back-propagation — learning

" A
m Just stochastic gradient descent!!!
m Recursive algorithm for computing gradient

m For each example

Perform forward propagation
Start from output layer

Compute gradient of node V, with parents U,,U,,...
Update weight wkX ~

/’\

©Carlos Guestrin 2005-2014
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Many possible response/link
_ angtignﬁ
« Sigmoid [

m Exponential .)

/

m Gaussian j\/
m Hinge /

u Man_.



Convolutional Neural Networks &

Application to Computer Vision

Machine Learning — CSEP546
Carlos Guestrin

University of Washington
March 3, 2014

©Carlos Guestrin 2005-2014



Contains slides from...
" A

m LeCun & Ranzato

m Russ Salakhutdinov

m Honglak Lee




Neural Networks in Computer Vision

m Neural nets have made an amazing come back
Used to engineer high-level features of images

m Image features:

“nost fuches
r

[

|
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Some hand-created image
features

Normalized patch Spin image

T <] g = 1.0,i=0; S —

Pt =l M PN d=10,i 01—}
ABNLUE .
EIRNEELLMEE . d=04,i=03
- MUAERE \

JEI e Qo e
BEEONTINE

e N Al i g
NS <[ |« = 7

Image gradients Keypoint descriptor

SIFT

(a) (b) (©) (d) (e)

Textons GtOH
P

Slide Credit: Honglak Lee

©Carlos Guestrin 2005-2014
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Scanning an image with a

- FoISE——

m Detector = Classifier from image patches:
?A“\ ‘ —P nﬂm‘y“

' D C[‘\ss
|'My~ .
m Typically scan image with detector:
\LW bm“fu’f
‘\‘o‘\ OKf’hf

©Carlos Guestrin 2005-2014
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Using neural nets to learn

Vi J (V|> j(?(vl)) .

Low-Level| |Mid-Level| |High-Level| | Trainable
Feature Feature Feature Classifier

1

Feature visualization of convolutional net trained on ImageNet from [Zeiler & Fergus 2013]
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But, many tricks needed to work well...
"

C1 Layer C2 Layer

Input Image X P2 Layer Output Labels
| | ./f
= :
| | M‘
Convolutions Max Pooling Convolutions Max Pooling
—

Feature Extraction ®(x)
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Convolution Layer
" S

@ Example: 200x200 image
» Fully-connécted, 4Q0,000 hidden units = 16 billion parameters

» Locally-connected, 406,000 hidden units 10x10 fields = 40
million params

» Local connections capture local dependencies

—_— T

©Carlos Guestrin 2005-2014
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Parameter sharing

dies ny
0
" S Ry,
m Fundamental technique used throughout ML Ty 0 het <y
e cpv

m Neural nwe.’gvvyitrq,out parameter sharing:
- —2o Y\

7

W|l :‘ ‘vl al{ (”\Vo‘u.‘k‘wl
! _ W't

W -~ 160

‘A/‘l‘ﬁ ; \ ,“‘] v
W J{ S"\N FA"’*"’J
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Pooling/Subsampling

m Convolutions act like detectors:

1 i |

— 0’\‘7 'S .LX; Lu’(

m But we don'’t expect true detections in every patch
m Pooling/subsampling nodes: — —

|

S'/ﬂj& Randste Mmay r:ol}ﬂ‘j
d

mux  of '(‘l""hr, .
vahe§ fr gl r,/-chf l'\r7,0n

©Carlos Guestrin 2005-2014
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Example neural net architecture

Layer 3
256(@6x6 Layer 4

256@l1x1  Output
101

Layer 1
64x75x75 ~ LAayer2
64@]14x14

input
83x83

convolution
(64 kernels)
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Sample results

#@ Traffic Sign Recognition (GTSRB) & House Number Recognition (Google)

» German Traffic Sign Reco

Bench

» 99.2% accuracy

» Street View House Numbers

» 94.3 % accuracy

IIMHIIMIEE
Mlllﬂ.l%

p93
l

B

|-

| B -~ e
LEI!IIEI
lllﬁll§l

oy
-
- -

A
b5
I (TN
[
-
9
0

u-
i8] o
DI
IR
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Example from Krizhevsky, Sutskever, Hinton 2012
"

@ Won the 201 2 ImageNet LSVRC. 60 Million parameters, 832M MAC ops
4M FULL CONNECT 4'\/|f|0|0 S

16M FULL 4096/RelL U {\16I\/I |

el
dense

dense

DUU"HQ 409 409

37M FULL 4096/ReLU

MAX POOLING
442K CONYV 3x3/ReLU 256fm

Max

13

J~—a
?& rd
184

1.3M CONV 3x3ReLU 384fm 504M x
884K CONV 3x3/RelLU 384fm 49M =
g . 2 -
MAX POOLING 2x2sub \ R
LOCAL CONTRAST NORM ) = s
307K CONV 11x11/ReLU 256fm 2)23|\/| ‘ 5 K = _E
MAX POOL 2x2sub é = -
LOCAL CONTRAST NORM 1 = o2 £z
—— =

35K CONV 11x11/ReLU 96fm 105M =
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Results by Krizhevsky, Sutskever, Hinton 2012
" J

# ImageNet Large Scale Visual Recognition Challenge
# 1000 categories, 1.5 Million labeled training samples
—

TASK 1 - CLASSIFICATION TASK2 - DETECTION

50

40

0
ENN - SIFT+FV SVM1 - SUM2 - NCM CNN DPM-SVM{ DPM-SVM2
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mite

=

container shi motor scooter
T mite container :gp motor scooter leopard
black widow —_— lifeboat go-kart jaguar
cockroach |~ amphibian moped cheetah
tick fireboat bumper car snow leopard
starfish drilling platform golfcart Egyptian cat

: Z =
4

grilie musnroom erry adagascar cat
B convertible agaric dalmatian !llliﬁh!l monkey
- grille mushroom grape spider monkey
:’J pickup jelly fungus elderberry titi
beach wagon gill fungus [ffordshire bullterrier indri
fire engine || dead-man’'s-fingers currant howler monkey

©Carlos Guestrin 2005-2014
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Application to scene parsing

Ly - v R : prs—— &

. il
.

[Farabet et al. ICML 2012, PAMI 201 3]

©Carlos Guestrin 2005-2014




Learning challenges for neural nets

m Choosing architecture
m Slow per iteration and convergence

PV

m Gradient “diffusion” across layers
m Many local optima

©Carlos Guestrin 2005-2014
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Layer 3
256(@6x6 Layer 4

Layer | ~
Layer 2 O 256@]1x1

ca@laxld e

Output
0

64x75x75

Random dropouts

» I

m Standard backprop: w; wi—l-nZCU%j
j,.\/(‘.(n‘} urkhr ]0 b 20 j

OVAv "’\Jx vS

m Random dropouts: randomly choose edges not to update:

FSe

m Functions as a type of “regularization”... helps avoid “diffusion” of
gradient =

©Carlos Guestrin 2005-2014




Revival of neural networks
" A
m Neural networks fell into disfavor in mid 90s -early 2000s
Many methods have now been rediscovered ©

m Exciting new results using modifications to optimization
techniques and GPUs

m Challenges still remain:

Architecture selection feels like a black art
Optimization can be very sensitive to parameters
Requires a significant amount of expertise to get good results
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