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Last time, 1: least squares and its error in a direction

Arms X = {x1,...,2,} C R? unknown 6%, pull z; and see y; = (z¢, 0*) + n;
with n; ~ A(0,1). For a design z1,...,z, chosen in advance (stacked as X,
Y = X0* +n):

0 =argmin ||Y — X0|I5 = (X" X) ' XTY =0 + (X X)X Ty
6

m In a direction z: (2,6 — 6*) = (w,n) with w = X (X T X) 12 fixed, so it is
N (0, [12ll¢x 7 x)-1 ) and

P ({20~ 0%) > [zl x) 1 V/2108(179)) <4

m Write V = XX =Y,z . With V=USUT, |[2l[;— = 3, (2,u;)%/s;:
the directions you sampled are the directions you know, and
{6: HH — éHv < B} is an ellipsoid, tight along well-sampled axes.

m The design must not depend on the noise. The Gaussian (or Chernoff)

computation treats w as a constant; an algorithm that picks z; based on
Y1,--.,Ys_1 breaks it.
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Last time, 2: experimental design

A design A € Ay has A(N) =3 Ayzz'; pulling = about A\, 7 times gives
XTX ~T1A(N), so ”Z”?XTX)*l R~ HZH2A(>\)*1 /7. G criterion:

f(\) = max, ||$H,24(,\)71v the squared width of the worst arm.

Kiefer—Wolfowitz

miny f(A\) = d for every X spanning R?; minimizers of f = maximizers of
log det A(\); a minimizer with support < d(d + 1)/2 exists.

Proposition
Pull [7Ax] times each and run least squares. W.p. > 1 — ¢, for all z € X at
once: [{x,0 — 0*)| < \/2dlog(2n/d)/T.

Versus +/2nlog(2n/d)/7 for pulling n arms equally: n became d. Compute \*
by exponential weights or Frank—Wolfe on log det A()), whose gradient is the
leverage.
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Last time, 2: experimental design

A design A € Ay has A(N) =3 Ayzz'; pulling = about A\, 7 times gives
XTX ~T1A(N), so ”Z”?XTX)*l R~ HZH2A(>\)*1 /7. G criterion:

f(\) = max, ||$H,24(>\)71v the squared width of the worst arm.

Kiefer—Wolfowitz

miny f(A\) = d for every X spanning R?; minimizers of f = maximizers of
log det A(\); a minimizer with support < d(d + 1)/2 exists.

Proposition
Pull [7Ax] times each and run least squares. W.p. > 1 — ¢, for all z € X at

once: |(x,0 — 0*)| < \/2d1og(2n/d) /.

Versus +/2nlog(2n/d)/7 for pulling n arms equally: n became d. Compute \*
by exponential weights or Frank—Wolfe on log det A()), whose gradient is the
leverage.

Today. Finish elimination, then LinUCB, which uses all its data and needs a
confidence ellipsoid for adaptively collected data: motivated from the fixed

design, used as given, proved next lecture.
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Successive elimination with
features

The same algorithm, with a design in place of “pull
everyone equally”



Elimination for linear bandits

Elimination with G-optimal designs (notes §11.4;

Lattimore—Szepesvari Ch. 22)

Input: arms X, |X| = n, confidence §. Initialize X, = X, £ = 1.
while |X;| > 1:
=27t Tm=2d 6;2 10g(4£2n/6); G-optimal design e for the survivors X,
(support < d(d +1)/2)
pull each z € X, exactly [;\g,rTﬂ times; least squares on this round’s data gives 0,
Xeg1 = X\ {x 2 maxm/exe@' — x,éz) > 262}; {+—0+1
Output X, (for regret: keep playing the survivor).
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Elimination for linear bandits

Elimination with G-optimal designs (notes §11.4;

Lattimore—Szepesvari Ch. 22)

Input: arms X, |X| = n, confidence 4.
while |X;| > 1:

Initialize X, = X, { = 1.

=27t Tm=2d 6;2 10g(4£2n/6); G-optimal design e for the survivors X,

(support < d(d +1)/2)

pull each z € X, exactly [;\g,rTﬂ times; least squares on this round’s data gives 0,
Xoy1 = X\ {:v : maxx/exe@' —x,00) > 262}; {+—/¢+1
Output X, (for regret: keep playing the survivor).

What changed

m 2¢, 2log(-) pulls per arm became
2de; * log(-) in total, spread by the
design.

m “empirical mean of 2" became
(x,0y), defined even for arms never
pulled.
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What did not

m precision doubles, samples
quadruple, £2 pays for the union
bound over rounds;

m fresh samples each round, so ég is
a fixed-design estimate given Xj.



The survivor sets are random: handling that honestly

Lemma (notes Lemma 20)

Assume max, A, < 4. W.p. >1 -, forevery £: z* € X, and
maxgex, Ay < 8¢p.

The subtlety. Round /’s design, pulls and 6, depend on Xy, which is random:
carved out by the noise of rounds < ¢. The proposition was for a fixed arm set,
so fix the arm set first.
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The survivor sets are random: handling that honestly

Lemma (notes Lemma 20)

Assume max, A, < 4. W.p. >1 -, forevery £: z* € X, and
maxgex, Ay < 8¢p.

The subtlety. Round /’s design, pulls and 6, depend on Xy, which is random:
carved out by the noise of rounds < ¢. The proposition was for a fixed arm set,
so fix the arm set first.

For fixed V C X, let ég(V) be the round-¢ estimate if X; = V' (design for V', 7y
fresh samples, least squares), and E, ;(V) = {|(z,0,(V) — 0*)| < ¢;}. For
fixed V' the proposition applies, with \/2dlog(4¢2n/8)/7¢ =  so

P(U,ev B5o(V)) < 6/(26%).
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The survivor sets are random: handling that honestly

Lemma (notes Lemma 20)

Assume max, A, < 4. W.p. >1 -, forevery £: z* € X, and
maxgex, Ay < 8¢p.

The subtlety. Round /’s design, pulls and 6, depend on Xy, which is random:
carved out by the noise of rounds < ¢. The proposition was for a fixed arm set,
so fix the arm set first.

For fixed V C X, let ég(V) be the round-¢ estimate if X; = V' (design for V', 7y
fresh samples, least squares), and E, ;(V) = {|(z,0,(V) — 0*)| < ¢;}. For
fixed V' the proposition applies, with \/2dlog(4¢2n/8) /¢ = €, s0

P(Usev B (V) <6/(26%).

This is a statement about a fixed set V' and the fresh noise of round /. It says
nothing yet about the set the algorithm actually has, A).
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Now let the set be random

Two sources of randomness, and they are independent: {X;, =V} is
determined by the noise of rounds < ¢; E, (V') by the fresh noise of round ¢.
Decompose over the (finitely many) values of X:

p( | Bo@n) =3 p( U ELv), 4 =V)

TEX, VCx zeV

IA
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Now let the set be random

Two sources of randomness, and they are independent: {X;, =V} is
determined by the noise of rounds < ¢; E, (V') by the fresh noise of round ¢.
Decompose over the (finitely many) values of X:

p( | Boo@n) =3 p( U ELv), 4 =V)

TEX, VCx zeV
=Y p(U EeaW))P(x = V)
Vv zeV

5 5
@;Pm =V)=135

E%K(Xg) has ]P)(E) > 1-6.

IN

Sum over £: the good event £ = [, (), cx,
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Now let the set be random

Two sources of randomness, and they are independent: {X;, =V} is
determined by the noise of rounds < ¢; E, (V') by the fresh noise of round ¢.
Decompose over the (finitely many) values of X:

p( | Boo@n) =3 p( U ELv), 4 =V)

TEX, VCx zeV
=S P(U EeM)Px = v)
14 zeV

5 3 5
< — = = —.
T2 & FA=V) =5

Sum over £: the good event E' = (), (), c, Eue(Xe) has P(E) > 1 — 0.

Why fresh samples

The step P(A, X, = V) = P(A)P(X, = V) is where independence was used. If
round ¢ reused earlier data, ég and X, would share noise, the factorization
would fail, and the fixed-design interval would not apply. That is the price of
today's simplicity.
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On the good event: the multi-armed proof, verbatim

Assume E: for every ¢ and every surviving , |(x,0; — 6*)| < ¢;. Induct on ¢;
T* € A].
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On the good event: the multi-armed proof, verbatim

Assume E: for every ¢ and every surviving , |(x,0; — 6*)| < ¢;. Induct on ¢;
¥ € X1. x* survives. If z* € X, then for every z € A,

(x — x*,ég) =
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On the good event: the multi-armed proof, verbatim

Assume E: for every ¢ and every surviving , |(x,0; — 6*)| < ¢;. Induct on ¢;
¥ € X1. x* survives. If z* € X, then for every z € A,

<x—x*,0}):(m,é4—9*>—(x*,é4—0*>—Az < et e— Ay < 26,

so max, (x' — ¥, ég> < 2¢ and z* € Xpqq.
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On the good event: the multi-armed proof, verbatim

Assume E: for every ¢ and every surviving , |(x,0; — 6*)| < ¢;. Induct on ¢;
¥ € X1. x* survives. If z* € X, then for every z € A,

<x—x*,ég):(m,é4—9*>—(m*,é4—0*>—Az < et e— Ay < 26,

so max, (x' — ¥, ég> < 2¢ and z* € Xpqq.
Bad arms go. If © € X, has A, > 4ey, then (using z* € X))

<LL‘* - IE,ég> -
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On the good event: the multi-armed proof, verbatim

Assume E: for every ¢ and every surviving , |(x,0; — 6*)| < ¢;. Induct on ¢;
¥ € X1. x* survives. If z* € X, then for every z € A,

(x—z*,é@=<x,ég—0*>—(x*,ég—0*>—Ax < e +e—Ap < 2¢,

so max, (z' — x*,@) < 2¢p and z* € Xpyq.
Bad arms go. If © € Xy has A, > 4ey, then (using z* € X))

(x* — I,ég> = <£E*7ég —0%) — (x,ég — 0"+ Ay > —2¢p + dep = 2¢y,

SO max, ex, (¥’ — x, ég> > 2¢; and x ¢ Xyyq. Hence every survivor of round ¢
has A, < 4e; = 8ep11 (and <4 =8¢y at £ =1). [ ]
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On the good event: the multi-armed proof, verbatim

Assume E: for every ¢ and every surviving , |(x,0; — 6*)| < ¢;. Induct on ¢;
¥ € X1. x* survives. If z* € X, then for every z € A,

(x—x*,éd=<x,ég—9*>—(x*,ég—9*>—Ax < e +e—Ap < 2¢,

so max, (z' — x*, ég) < 2¢p and z* € Xpyq.
Bad arms go. If z € Xy has A, > 4ey, then (using z* € X))

<1‘* — IIZ,ég> = <£L'*,ég - 9*> — <1‘,é[ - 0*> + Ay > —2¢ + 4dep = 26y,

SO max, ex, (¥’ — x, ég> > 2¢; and x ¢ Xyyq. Hence every survivor of round ¢
has A, < 4e; = 8ep11 (and <4 =8¢y at £ =1). [ ]

What the geometry of X did

Nothing, in this part. It entered only through the width €;, and
Kiefer-Wolfowitz made that width the same for every arm set. The two lines
above are the multi-armed elimination lemma with “empirical mean” replaced
by (z, 6).

CSE 541 Interactive Learning @ Lecture 10 8



Regret: d replaces n

Theorem (notes §11.4)

Assume max, Ay <4, A =ming,.+ Ay, W.p. > 1 —6, after T pulls,
nlog(l/A)

nlogT
I;* AT, ,S g5 and Zg* AT, < T log 5
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Regret: d replaces n

Theorem (notes §11.4)
Assume max, Ay <4, A =ming,.+ Ay, W.p. > 1 —6, after T pulls,

nlog(1/A nlogT
Z AT, ,S % and Z AT, < T log 5
=i =i

Proof idea. On E, each pull in round ¢ costs at most 8¢, (lemma); round ¢
makes at most 7, + d(d + 1)/2 pulls; after L = [log,(8/A)] rounds only =*
survives:

ZA T, < ZSGZ(T +d(d+1)) <

THET*

A
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Regret: d replaces n

Theorem (notes §11.4)
Assume max, Ay <4, A =ming,.+ Ay, W.p. > 1 —6, after T pulls,

log(1/A logT
Y AL g S10gMBWE oy S AT g farieg BT
THET* THET*
Proof idea. On E, each pull in round ¢ costs at most 8¢, (lemma); round ¢

makes at most 7, + d(d + 1)/2 pulls; after L = [log,(8/A)] rounds only =*
survives:

L
S AT < ZSG@(T +d‘d+”) < Z 16d e, log £5n+4d2L
THET* =1
< d1 nlog(1/A)
~Y A 6 b

since >,y 2¢ < 32/A (last round dominates). Gap-free: arms with A, < v
cost at most T, the rest < 4log(:); take v ~ \/dlog(-)/T.
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Linear UCB

Optimism with a confidence ellipsoid



What elimination leaves on the table

m It throws data away. Each round fits 6, to that round’s samples only, so
that the design is fixed given X;. Everything from earlier rounds is wasted.

m It needs a finite, fixed arm set to compute designs over, and logn
appears. Many problems have infinitely many arms, or a different arm set
every round (a different user’'s candidate items).

m It is not anytime, and it over-samples arms with large gaps because the
design is spread over all survivors.
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What elimination leaves on the table

m It throws data away. Each round fits 6, to that round’s samples only, so
that the design is fixed given X;. Everything from earlier rounds is wasted.

m It needs a finite, fixed arm set to compute designs over, and logn
appears. Many problems have infinitely many arms, or a different arm set
every round (a different user's candidate items).

m It is not anytime, and it over-samples arms with large gaps because the
design is spread over all survivors.

What we would like

Use all the data: V; = X[ + 2, , z.x] and 6, = V' 37, z.ys (ridge
regression, A > 0 keeps V; invertible). Then play optimistically, as UCB did:
the arm that could be best given the uncertainty about 6*.

CSE 541 Interactive Learning @ Lecture 10



What elimination leaves on the table

m It throws data away. Each round fits 6, to that round’s samples only, so
that the design is fixed given X;. Everything from earlier rounds is wasted.

m It needs a finite, fixed arm set to compute designs over, and logn
appears. Many problems have infinitely many arms, or a different arm set
every round (a different user’'s candidate items).

m It is not anytime, and it over-samples arms with large gaps because the
design is spread over all survivors.

What we would like

Use all the data: V; = X[ + 2, , z.x] and 6, = V' 37, z.ys (ridge
regression, A > 0 keeps V; invertible). Then play optimistically, as UCB did:
the arm that could be best given the uncertainty about 6*.

Two questions. What is “the uncertainty about 6*" when the x, were chosen
adaptively? And once we have it, how do we turn it into an index for each arm?
For the first we need a confidence set for the whole vector 8*, not one direction

at a time. Start with the fixed design, where we can compute everything.
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A confidence ellipsoid, fixed design first: one direction is easy

Fixed design X € R™*¢, VV = X T X invertible, independent 1-sub-Gaussian
noise. From the first recap slide, for any fixed z € R¢,

P((2,0—0%) > |zl v/210g(1/0)) < 4. (%)
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A confidence ellipsoid, fixed design first: one direction is easy

Fixed design X € R™*¢, VV = X T X invertible, independent 1-sub-Gaussian
noise. From the first recap slide, for any fixed z € R¢,

P((2,0—0%) > |zl v/210g(1/0)) < 4. (%)

We want the whole error at once, Hé —0*

. Write it as a maximum over
v
directions:

~ % .

max
\4 llull,=1
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A confidence ellipsoid, fixed design first: one direction is easy

Fixed design X € R™*¢, VV = X T X invertible, independent 1-sub-Gaussian
noise. From the first recap slide, for any fixed z € R¢,

P(<z,é—9*> > 2y 210g(1/6)) <. (+)
We want the whole error at once, Hé —0* e Write it as a maximum over
directions:
A A VY2 — o+
—0*|| = max (VY2u, 06— 0%, attained at U := #
Vo ull,=1 ‘ 0_ o
v

For each fixed u on the sphere, (x) with z = V''/24 and

[V 2ul|, ., = [lull, = 1 gives (V!/?u, 0 —0%) < \/2log(1/5) w.p. 1 — 4.
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A confidence ellipsoid, fixed design first: one direction is easy

Fixed design X € R™*¢, VV = X T X invertible, independent 1-sub-Gaussian
noise. From the first recap slide, for any fixed z € RY,

P((2,0 - 0%) > |zl v/210g(1/0)) < 4. (%)
We want the whole error at once, Hé — 6" e Write it as a maximum over
directions:
A A VY2 — o+
—0*|| = max (VY2u, 06— 0%, attained at U := #
v o1 ‘ 0— o
v

For each fixed u on the sphere, () with z = V/2y and
[V 2ul|, ., = [lull, = 1 gives (V!/?u, 0 —6*) < \/21og(1/6) w.p. 1 — 6.
The problem

The maximizer U is random: it is built from the noise. () applies to fixed
directions only, and there are infinitely many directions to union bound over.

The fix is the standard one: a union bound over a finite net of directions, plus a

little slack to reach every other direction from the net.
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Covering the sphere

Lemma (Lattimore—Szepesvari Lemma 20.1)

For every € € (0,1) there is a set Cc C S9! = {u: [Jul, = 1} with
ICe| < (3/€) such that every u € S9! has some y € C. with [|u — yl|, <.

CSE 541 Interactive Learning @ Lecture 10 13



Covering the sphere

Lemma (Lattimore—Szepesvari Lemma 20.1)

For every € € (0,1) there is a set Cc C S9! = {u: [Jul, = 1} with
ICe| < (3/€) such that every u € S9! has some y € C. with [|u — yl|, <.

Why. Take a maximal set of points on the sphere that are pairwise more than ¢
apart (it is a cover: any uncovered point could be added). The balls of radius
€/2 around them are disjoint and sit inside the ball of radius 1 + €/2, so

comparing volumes,
Cel (e/2)" <
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Covering the sphere

Lemma (Lattimore—Szepesvari Lemma 20.1)

For every € € (0,1) there is a set Cc C S9! = {u: [Jul, = 1} with
ICe| < (3/€) such that every u € S9! has some y € C. with [|u — yl|, <.

Why. Take a maximal set of points on the sphere that are pairwise more than ¢
apart (it is a cover: any uncovered point could be added). The balls of radius
€/2 around them are disjoint and sit inside the ball of radius 1 + €/2, so
comparing volumes, |C| (¢/2)? < (1 +¢€/2)9, ie. |C| < (1+2/€)% < (3/€)%.
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Covering the sphere

Lemma (Lattimore—Szepesvari Lemma 20.1)

For every € € (0,1) there is a set Cc C S9! = {u: [Jul, = 1} with
ICe| < (3/€) such that every u € S9! has some y € C. with [|u — yl|, <.

Why. Take a maximal set of points on the sphere that are pairwise more than ¢
apart (it is a cover: any uncovered point could be added). The balls of radius
€/2 around them are disjoint and sit inside the ball of radius 1 + €/2, so
comparing volumes, |C| (¢/2)? < (1 +¢€/2)9, ie. |C| < (1+2/€)% < (3/€)%.

Union bound over the net. Apply (%) to each of the |C| fixed directions
z = V1/2y at level §/|C.|. With probability at least 1 — §,

for all y € C, : (V2% 6 —6%) <
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Covering the sphere

Lemma (Lattimore—Szepesvari Lemma 20.1)

For every € € (0,1) there is a set Cc C S9! = {u: [Jul, = 1} with
ICe| < (3/€) such that every u € S9! has some y € C. with [|u — yl|, <.

Why. Take a maximal set of points on the sphere that are pairwise more than ¢
apart (it is a cover: any uncovered point could be added). The balls of radius
€/2 around them are disjoint and sit inside the ball of radius 1 + €/2, so
comparing volumes, |C| (¢/2)? < (1 +¢€/2)9, ie. |C| < (1+2/€)% < (3/€)%.

Union bound over the net. Apply (%) to each of the |C| fixed directions
z = V1/2y at level §/|C.|. With probability at least 1 — §,

N 1
for all y € C. : (V12 6 —6%) < \/2log|(:;| < \/2dlog3+21og5.
€

The net has (@ points, so the union bound costs Vd, not Vlogn. This is
where the v/d in the radius comes from.
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From the net to every direction

On the good event of the last slide, let U be the (random) maximizing
direction and pick y € C. with ||U — y||, < e. Then

=

|4 = <V1/2U7 é - 9*> = <V1/2y7é - 9*> + <V1/2(U - y)7é - 0*>

INIA
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From the net to every direction

On the good event of the last slide, let U be the (random) maximizing
direction and pick y € C. with ||U — y||, < e. Then

= (VY2U,0 —6*) = (V2,0 — 0*) + (VV2(U = y),0 — 6%)

< /2l0g &+ U~y [0
< \/2log%+e 0 — o
(Middle step: Cauchy-Schwarz,

(V1 2w, 0) < ||VY2wl|,,_, [v]ly, = [lwlly [lv]ly.) Rearrange, and take e = 1/2:

o=l

v

v .
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From the net to every direction

On the good event of the last slide, let U be the (random) maximizing
direction and pick y € C. with ||U — y||, < e. Then

(V20,0 — 0%y = (VY240 — 0) + (VY2(U —y),0 — 0%)

\/mog Ly o —yll, [0 - 0"

Gl 4

o1, -

v

2log =

.

(Middle step: Cauchy-Schwarz,

V12w, 0) < [|[VY2w||.,_, vl = ||w|, [[v],,.) Rearrange, and take e = 1/2:
v v 2 Ivlly

Fixed-design confidence ellipsoid (Lattimore—Szepesvari, eq. 20.3)
With probability at least 1 — §:

1 |Ce| / 1
. < T 2log TE < 24/2dlog6 4 2log 3 =: Byed-
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From the net to every direction

On the good event of the last slide, let U be the (random) maximizing
direction and pick y € C. with ||U — y||, < e. Then

Hé — 07| = (VMU0 - 67) = (V26— 0) + (VU —),0 - 07)

\/mog Ly o —yll, [0 - 0"

Gl 4

v

2log =

.
(Middle step: Cauchy-Schwarz,
(V1 2w, 0) < ||VY2wl|,,_, [v]ly, = [lwlly [lv]ly.) Rearrange, and take e = 1/2:

Fixed-design confidence ellipsoid (Lattimore—Szepesvari, eq. 20.3)
With probability at least 1 — §:

1
< 2log u < 2\/2dlog6+210g% =: PBlixed-
% 1—¢ )

Radius of order \/;i and every direction at once:
2,0 = 6 < Nzl 6= 67| < Baxeallzlly-+-
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The same shape for adaptive data (proof next lecture)

Now let z; depend on the past. Let Vi = AT + 3", rox],
0, =V, > e<t TsYs (ridge), [[ze]l, < L, |07, < S, 1-sub-Gaussian noise.

Theorem (Abbasi-Yadkori, Pal & Szepesvari 2011; notes Prop. 1;

Lattimore—Szepesvari Thm. 20.5)
With probability at least 1 — &, simultaneously for all t > 0,

0, — 6* < B = \/XS—l—\/Qlog%—i—log—de;de

Vi

IN

\/XS+\/210g%—|—dlog(l+%).
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The same shape for adaptive data (proof next lecture)

Now let x; depend on the past. Let V; = A\ + > _, w52/,
0, =V, > e<t TsYs (ridge), [[ze]l, < L, |07, < S, 1-sub-Gaussian noise.

Theorem (Abbasi-Yadkori, Pal & Szepesvari 2011; notes Prop. 1;

Lattimore—Szepesvari Thm. 20.5)
With probability at least 1 — &, simultaneously for all t > 0,

ét_a* Sﬂti

v \/XS—i—\/Qlog%—l-log%

< \/XS+\/210g%—|—dlog(1+%).

m Same ellipsoid, radius ~ v/dlogt instead of v/d: the logt is the price of
adaptivity and of holding for all t at once; v/AS is the ridge bias.

m No union bound over arms: the statement is about 8*, so it covers infinitely
many arms, or arm sets that change every round.

m Next lecture: the proof. Covering breaks when X depends on the noise; a
supermartingale and the method of mixtures replace it.
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From the ellipsoid to an index: optimism

Let C; = {6 : Ha—e} y
arm that looks best undter the most favorable 6 in C;. For a fixed arm z that is

a linear function maximized over an ellipsoid:

<l’,1)> =

< B:} and suppose 8* € C;. Optimism says: play the

max(z,0) = (z,0;) + max
e 6) = (.6 lolly, <6
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From the ellipsoid to an index: optimism

Let C; = {0 : H9 0, v < B:} and suppose 8* € C;. Optimism says: play the

arm that looks best under the most favorable 6 in C;. For a fixed arm x that is
a linear function maximized over an ellipsoid:

0 0 = (2,0 .
gggf@ ) = (z, t>+‘|vﬂ1‘lj)§(ﬂt<xvv> (z,00) + Belllly,

(Cauchy-Schwarz, (z,v) = (V; /%2, V,/?v) < ]l [lv]ly,. equality at
v= BV, x) ”x”V[l') Mean plus width, as in UCB, with ||a:||‘/;1 in the role

of 1/\/Ti(2).
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From the ellipsoid to an index: optimism

Let C; = {6 : He 0,

arm that looks best under the most favorable 6 in C;. For a fixed arm x that is
a linear function maximized over an ellipsoid:

< B:} and suppose 8* € C;. Optimism says: play the
Vv

0 0 = (z,0
max(z, 0) = (z, t>+‘|vm?>§<ﬂt<x,v> (z,00) + Belllly,

(Cauchy-Schwarz, (z,v) = (V; /%2, V,/?v) < ]l [lv]ly,. equality at
v= BV, x) ”x”V[l') Mean plus width, as in UCB, with ||a:||‘/;1 in the role

of 1/\/Ti(2).

LinUCB / OFUL (Abbasi-Yadkori et al. 2011;

Lattimore—Szepesvari Ch. 19)

Input: A >0, 4, and the radii 8; above. Initialize Vo = AJ, 6o = 0.
fort =1,2,...,T: play x; = argmax,c, (z,0t-1) + Br—1 ||:r||v_11; observe y;
.

Vi=Viaitza), 0=V, 'Y, 2ays.

X may change with ¢ and may be infinite; for a finite set the argmax is a scan.
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Regret, step 1: one round costs one width

Assume [{x,0*)| <1 for all arms; work on the good event 8* € C; for all ¢. Let
T} = argmax,cy,(z,0%), r; = (7 — x4,0%), and
UCBy () = (x,05_1) + Bi—1 ||x\|vt__11. The UCB argument from Lecture 7,

word for word:

re = (a7, 07) = (1,07)

[l IA
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Regret, step 1: one round costs one width

Assume [{x,0*)| <1 for all arms; work on the good event 8* € C; for all ¢. Let
T} = argmax,cy,(z,0%), r; = (7 — x4,0%), and

UCBy () = (x,05_1) + Bi—1 ||x\|vt__11. The UCB argument from Lecture 7,
word for word:

ry = (x},0") — (x4,0") < UCBy(zy) — (24,0") < UCBy(z¢) — (4, 07)
= (20,000 = 07) + Brr |zl < 260 [[aelly -1

The three steps: optimism (6* € C;_1, so the true value is below the UCB), the
choice of z; (largest UCB), and Cauchy-Schwarz with the ellipsoid.
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Regret, step 1: one round costs one width

Assume [{x,0*)| <1 for all arms; work on the good event 8* € C; for all ¢. Let
T} = argmax,cy,(z,0%), r; = (7 — x4,0%), and

UCBy () = (x,05_1) + Bi—1 ||;c\|vt__11. The UCB argument from Lecture 7,
word for word:

re = (x7,0%) — (24,0") < UCBy(a}) — (24,0") < UCBy(x¢) — (z4,0%)
= (20,000 = 07) + Brr |zl < 260 [[aelly -1

The three steps: optimism (6* € C;_1, so the true value is below the UCB), the
choice of z; (largest UCB), and Cauchy—Schwarz with the ellipsoid. ~ Also

ry < 2 trivially, so 7; < 2min{l, f;_; ||;z:t||V:11} < 267 min{1, th”vj} since
B¢ is nondecreasing and Sp > 1.
What is left

In the multi-armed case the widths were 1/4/T;(t), summed arm by arm. Here the
widths ||2¢||;,—1 shrink in a coupled way as V; grows in the directions played. Needed:
t—1

>, min{1, ||xt||f,;_11} is small for any sequence z1,...,zr.
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Regret, step 2: the elliptical potential lemma

Lemma (Lattimore—Szepesvari Lemma 19.4)

For any z1,..., o7 with |lzy]ly < Land Vi = X[+ ., wsm/
& 72
1 min {1, ||xt||v 1 } < 2log ST < 2dlog (14 L.
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Regret, step 2: the elliptical potential lemma

|
.

Lemma (Lattimore—Szepesvari Lemma 19.4)
For any z1,..., 2z with ||z, < L and V; = AT + Zs<t:1: z]):
1 min {1, ||xt||v 1 } < 2log GRYF < 2dlog (1+ % 2).

Proof. Each pull grows det V' by exactly the factor 1 + (squared width):

det V; = det (Vl/Q(I + VPV 1/2)1/;17/12) =
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Regret, step 2: the elliptical potential lemma

|
.

Lemma (Lattimore—Szepesvari Lemma 19.4)

For any z1,...,zr with |lzefl, < Land Vi = Al + - ;s z]):
1 min {1, ||$t||v 1} < 2log VL < 2dlog (1+ TLY),

Proof. Each pull grows det V' by exactly the factor 1 + (squared width):

det V; = det (V1/2(I+Vt V!V, 1/2)‘/1/2) = det Vi (1 el ).

since I 4+ uu ' has eigenvalues 1 + ||u||§ (once) and 1 (d — 1 times). Then
min{l,u} < 2log(1 + u) for u > 0, and telescope:

T
Zmin {1, ||:13t||%/t__11 } <
=1

CSE 541 Interactive Learning @ Lecture 10 18



Regret, step 2: the elliptical potential lemma

|
.

Lemma (Lattimore—Szepesvari Lemma 19.4)

For any @1,..., 27 with |[2|l, < Land V; = A + Y, w5z
T . 2 72

>,y min {1, ||91:t||vt__11 } < 2log ‘éii‘(% < 2dlog (1+ L&),

Proof. Each pull grows det V' by exactly the factor 1 + (squared width):
det V; = det (Vl/Z(I N /2, ) Vi, 1/2)V1/2) =det Vi1 (1+ ||9ct||v—1 )

since I +uu' has eigenvalues 1 + ||u||§ (once) and 1 (d — 1 times). Then
min{1,u} < 2log(1 + u) for u > 0, and telescope:

detVt det Vi
1 < 2> log =21 .
me{ ”%HV i } Z detVt 1 o8 det Vo

Finally det V < (trVp/d)? < (A +TL2/d) (AM-GM on the eigenvalues) and
det Vp = AL, n
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Regret, step 2: the elliptical potential lemma

Lemma (Lattimore—Szepesvari Lemma 19.4)

For any @1, ...,y with [|z]l, < Land Vi = X[ + 3, w2/
T . 2 2
>,y min {1, thHVf_ll } < 2log ?13‘\/% < 2dlog (1+ L&),

Proof. Each pull grows det V' by exactly the factor 1 + (squared width):
det V; = det (Vl/Z(I N /2, ) Vi, 1/2)V1/2) =det Vi1 (1+ ||9ct||v—1 )

since I +uu' has eigenvalues 1 + ||u||§ (once) and 1 (d — 1 times). Then
min{1,u} < 2log(1 + u) for u > 0, and telescope:

det V} det Vi
me{l ||a:t||v 1} < 221 8 ot Vi 1—210gdetvo.
Finally det V < (trVp/d)? < (A +TL2/d) (AM-GM on the eigenvalues) and
det Vy = \4. |
Read it: arms with width > 1 can be played only ~ dlogT times, since each

inflates det V; by a constant factor and det V- is polynomial in T'.
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Regret, step 3: Cauchy—-Schwarz and done

Theorem (Lattimore—Szepesvari Thm. 19.2)

Under the assumptions above, with probability at least 1 — ¢, LinUCB satisfies,
for all T,

T
Br=r0 < 26r/2aTlog (L+ T) = O(@VI),
t=1
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Regret, step 3: Cauchy—-Schwarz and done

Theorem (Lattimore—Szepesvari Thm. 19.2)

Under the assumptions above, with probability at least 1 — ¢, LinUCB satisfies,
for all T,

T
Br=r0 < 26r/2aTlog (L+ T) = O(@VI),
t=1

Proof. Step 1 gave r; < 287 min{l, ||:ct||v_11} on the good event. Sum, then
Cauchy—Schwarz, then step 2:

IN

T
Ry < 28r Yy min{l, lzelly— }

t=1

IN
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Regret, step 3: Cauchy—-Schwarz and done

Theorem (Lattimore—-Szepesvari Thm. 19.2)

Under the assumptions above, with probability at least 1 — §, LinUCB satisfies,
for all T,

T
Rr =31 < 28r\/2dTlog (1+ 1) = O(dVT).
t=1

Proof. Step 1 gave r, < 287 min{1, ||a¢|\,-1 } on the good event. Sum, then
t—1
Cauchy—Schwarz, then step 2:

IN

T T
Rr < 28r ) min{l, [|ze]l, 1} < 287 |T D min{l, o[} 1}

t=1 t=1

267\/2dT log (1 +TL2/(dN)).

IN

With 87 ~ /dlogT this is Ry < dv/TlogT: one v/d from the radius of the

ellipsoid, one from the potential lemma. Nothing used that X is finite or fixed.
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Linear Thompson sampling
The Bayesian view from Lecture 7 carries over. With a Gaussian prior
0* ~ N(0,A711) and A/(0,1) noise, the posterior after ¢ rounds is
0" | data ~ N(6;, V1), Vi=M+ stxz, 0, =V, ? Zﬂcsys,

s<t s<t

the same center and shape as the confidence ellipsoid.

Linear Thompson sampling (Agrawal & Goyal 2013)

Input: A > 0, inflation v > 1. Initialize Vo = A, o = 0. )
for t=1,2,...,T: sample 6; ~ N(6:—1, v’V,_}); play z: = argmax ., (z,0:);
observe y;; update V},ét.
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Linear Thompson sampling

The Bayesian view from Lecture 7 carries over. With a Gaussian prior
0* ~ N(0,A711) and A/(0,1) noise, the posterior after ¢ rounds is

0* | data ~ N(ét, Vi, Vi=M+ szxz, 0, =V, ! stys,

s<t s<t

the same center and shape as the confidence ellipsoid.

Linear Thompson sampling (Agrawal & Goyal 2013)

Input: A > 0, inflation v > 1. Initialize Vo = A, o = 0. )
for t=1,2,...,T: sample 6; ~ N(6:—1, v’V,_}); play z: = argmax ., (z,0:);
observe y;; update V},ét.

m LinUCB evaluates maxgee, , (x,6) for every arm; Thompson draws one 6,
and plays greedily against it: one linear maximization per round, which
matters when X; is large or combinatorial.

m Rarely-sampled directions have large posterior variance, so 0, occasionally
points along them: exploration with no width to compute. v = 1 is exactly
“sample from the posterior”; the inflation v =~ (3; is what the frequentist

analysis needs.
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What is known about linear Thompson sampling

m Bayesian regret (averaged over the prior): 6(d\/T) matching LinUCB
(Russo & Van Roy 2014). The trick: under the prior, * and x; have the
same conditional distribution given the past, so regret can be charged to
confidence widths as in step 1 of the LinUCB proof.

= Frequentist regret (fixed 6*): O(d?/2y/T) with inflation v ~ \/dlog T
(Agrawal & Goyal 2013; Abeille & Lazaric 2017). The proof shows the
sample is optimistic, (x*,0;) > (a*,6*), with constant probability each
round, then runs the LinUCB argument with an extra 1/p and the v/d from
the inflation.

m Is the extra v/d real? Sometimes: without inflation, linear Thompson
sampling can have linear regret on carefully built instances (Hamidi & Bayati
2020).

m In practice it is usually the best of the three, and the inflation is rarely
used: the posterior alone explores enough on typical instances.
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Three algorithms, and what is next

Linear bandits so far

elimination LinUCB linear Thompson
regret \/dT log(nT) dv/TlogT d3/2\/Tlog T
arm set finite, fixed any, may change any, may change
data used this round only everything everything
per-round a design mean + width, argmax  one linear argmax
cost
confidence fixed design, union ellipsoid, adaptive posterior, inflated
tool bound

m For finite X' elimination wins by v/d (VdT is optimal up to logs); LinUCB's
extra v/d buys every direction with no union bound; Thompson trades
another v/d of theory for speed, and usually wins in experiments.

m Optimism is not always right: on the Soare instance neither LinUCB nor
Thompson pulls the informative but bad arm ey, and both need a=* samples
to find z* against the optimal a2,

m Next lecture: prove the ellipsoid for adaptive data with a supermartingale,

a maximal inequality for all ¢, and the method of mixtures.
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