Lecture 4:
Cross validation and
Bias-Variance Tradeoff

- explaining test error using theoretical analysis
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Cross-validation

Leave-one-out Cross Validation and k-fold Cross Validation
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LOO cross validation
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LOO cross validation is (almost) unbiased estimate!

> When computing LOOCYV error, we only use n — 1 data points
So it's not estimate of true error of learning with n data points

learning with less data typically gives worse answer = Usually
validation error is pessimistic

but that bias is small, since n — 1 is very close to n

e £ l(, m‘Jc.G?au ewvsT. E:-.[gp CI—)'}/)ZJ ~ R( (fo /i (%) “}f)zl
> LOO is almoslinbiasedd and it is common to use LOO error for

1 ___ .2 >
model class sélection

E.g., picking degree is a model class selection since, for example,
a set of all degree-5 polynomial functions is a model class

> But, LOOCYV requires a lot of computational time
Suppose you have 100, OOO data points

You implemented a great verS|on of your learning algorithm that
Learns in only 1 second

Computing LOO will take about 1 day.



Use k-fold cross validation

> Randomly divide training data into k equal part: 2 3 : 5
D,,....D,
. Train Train Validation Train Train
> Foreach/
Lea.rn model f5 ; using data. p0|.nt notin D, o R
Estimate error of|f,5{on validation set D;: 7[0 /0, 0[9/‘02 Otu/o; . Otb/DK

eVVéYD.( ) . . .
— Z (YJ - fD\Di(Xj))
I DI I (Xj,yj)EDi

errorp(fp.p) =

> Kk-fold cross validation error is average over data splits:

k =
errory_fold = T 2> errorp(fp.p;)
i=1

> k-fold cross validation properties: ~ i
Much faster to compute than LOO "“’40«(5 ’ﬁ'@l“ea[

k-1
More (pessimistically) biased — using much less data, only

k
Usually, k = 10 @ Lo




Recap

> Given a dataset, begin by splitting into

TRAIN TEST

> Model selection: Use k-fold cross-validation on TRAIN to
train predictor and choose hyper-parameters such as degree

TRAIN-1 VAL-1

TRAIN TRAIN-2  VAL-2 TRAIN-2

> Model assessment: Use TEST to assess the accuracy of the
model you output

B Never train or choose hyper-parameters based
on the test data



Example 1

> You wish to predict the stock price of zoom.us given historical stock
price data

> You use all daily stock price up to Jan 1, 2020 as TRAIN and Jan 2,
2020 - April 13, 2020 as TEST

> What's wrong with this procedure?



Example 2

>

Given 10,000-dimensional data and n examples, we pick a subset of
50 dimensions that have the highest correlation with labels in the
entire dataset: .
| D i1 Ti Vil
50 indices j that have largest n 9
\/ D i1 Li g

After picking our 50 features, we then break data into train and test
dataset.

We train linear regression on these selected features on the training
set. We compute the test error and report it

What's wrong with this procedure?



Bias-Variance Tradeoff

- explaining test error using theoretical analysis
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Train/test error vs. complexity
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* Test error has a U shape as we change the model
complexity

* We want to theoretically explain and understand this
important phenomenon in machine learning

» This is called bias-variance tradeoff

 Let’s start with what an optimal predictor can
achieve, and how practical predictor deviates from it.
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Typical notation for this lecture:

Opt|ma| prediCtiOn X denotes a random variable

X denotes a deterministic instance

« Suppose data is generated from a statistical model (X, Y) ~ Px y

e and assume we know Px vy (just for now to explain statistical learning)

e Then learning is to find a predictor 1 RY — R that minimizes
Tm"e Ewer X~ n(X)
o the expected error Ex yv)..p,  [(Y — n(X))Z]

eVvver
e think of this random (X%?a?a new sample you will encounter when you
deployed your learned model, and we care about its average performance




Typical notation:
X denotes a random variable
X denotes a deterministic instance

Optimal prediction
Suppose data is generated from a statistical model (X, Y) ~ Px y
e and assume we know Px vy (just for now to explain statistical learning)
Then learning is to find a predictor 1) : RY — R that minimizes

o  the expected error Ex vy.p, [(Y — n(X))Z]

think of this random (X, Y) as a new sample you will encounter when you
deployed your learned model, and we care about its average performance

Since, we do not assume anything about the function 1(x), it can take any value for
each X = x, B 21y orer % orive
“opein.| prdicbin”

o for example 1n(1.0) has nothing to do with n(1.1)

hence we can try to find the optimal prediction 1n(X) for each value of X = x
separately



Typical notation:
X denotes a random variable
X denotes a deterministic instance

Optimal prediction
Suppose data is generated from a statistical model (X, Y) ~ Px y
e and assume we know Px vy (just for now to explain statistical learning)
Then learning is to find a predictor 1) : RY — R that minimizes

o  the expected error Ex vy.p, [(Y — n(X))Z]

think of this random (X, Y) as a new sample you will encounter when you
deployed your learned model, and we care about its average performance

Since, we do not assume anything about the function 1(x), it can take any value for

each X = X, hence we can try to find the optimal prediction n(x) for each value of
X = X separately

¢ Epneml(Y ~n(X))] = [EXNF@NPY'X[(Y—MX»%X = x|
= [ Eyopy (Y =(x))°1X = x] Px(x) dx

—

Or for discrete X, =3 %)E;le[(Y —n(x))°1X = )97

dprive ops |
%Sefo““w 70c) brakx

Where we used the chain rule: Ey y[f(X, Y)] = Ex Eyx[f(x, Y)IX = x]

—



Optimal prediction

To find an optimal predictor, we can solve the optimization for each X = X
separately

. N(x)

argmin Ey_p, [(Y —a)%1X = x]
%ER —
The optimal solution is (x) = Ey..p, [Y X = X],

which is the best prediction in £5-loss/Mean Squared Error

Claim: Ey_p, [YIX =x] = argminEy_p_[(Y - a,)°1X = x]

Py x

Proof: _27%)_ [t “’“7
0 TR ELZ (= o) IX:x] =0

Bt Tex]= Eg [ oy o] = A

Note that this optimal statistical estimator n(x) = E[Y | X = x] cannot be
implemented as we do not know Py v in practice

This is only for the purpose of conceptual understanding



Statistical Learning =/ ¢« supks

- Consider a joint distribution Pxvy(X, y)
* Our goal is to find the optimal predictor

Pxy(X =z,Y =y) n(x) to minimize E y y)-p,[(Y = n(X))]
y =1

Aarkey ‘weaus VXY{I,}DT




» The optimal predictor is given by

Statistical Learning n(x) = Ep,,[YIX =x]
ny(Y - y‘X - .CU())




» The optimal predictor is given by

Statistical Learning n(x) = Ep, [Y1X =]
ny(Y — y‘X — CU())

n(xo) = E[Y X = x¢]

“,
..........................................................




Statistical Learning

Pxy (X ==z,Y =vy)

But we do not know Py v,
and so we cannot compute 1)(X)

We only have samples.

VWhat can we do?

N(x) = Eyx[Y1X =X]



Statistical Learning

PXY(X — 2, Y = y) Ideally, we want to find:

But we only have samples:

(xi,yz)ZZdPXY fOI"iZl,...,??,

So we need tgzpestrict our
predictor to a function class
(e.g., linear, degree-p polynomial)
to avoid overfitting an%ir)'ninimize
empirical error:

fo = argmin—3 (y,~ f(x))°

feF N j=1q

We care about how our predictor performs on future unseen data
True Error of f : Ey y[(Y — fD(X)) ]




True error [EX,Y[@— f@@))z] is random

because fD is random (whose randomness comes from training data D)

Optimal predictor

/77(5'3) = Ey|x[V|X =z

Learned predictor

" _ 1 o
fo,=argmin—— > - — f(X;
) g e (D1 popeo (y; — f(xi))

 We are interested in the True Error

X of a (random) learned predictor:
- 2
‘ Ex v[(Y - f5(X)) ]\

Each draw of D = {(x;, yi)}in= results in different fD RA\/.
Tﬂauo(mﬂ %ﬂ“%,

1



Demo bias-variance trade-off

2XY, 2
. is Ex y[X + Y] a random variable or not? /Ay, ne Py Z"FZYYJ (Y-/M‘r)
. is Ex;y[X + Y| Y] a random variable or not? Exn(fﬁ(l‘(/] +Y . Yes -
e is EvivIX+Y1lY = d labl t? i
is Exv| | y] a random variable or no EK(Y ¥ b ] 4 A% -

2%, 2
Exercise: Given joint distribution (X, Y) ~ A" ([uy, By, X X\j),
Y

Condrn  detepiaistic.



True error Ey y[(Y - fD(X))Z] is random
because fD is random (whose randomness comes from training data D)

» We are interested in the True Error of a (random) learned predictor:
o 2
Ex v[(Y — 15(X))’]

» But the analysis can be done for each

X = X separately, so we analyze the
true error:

Eyixl(Y = f5(x))°1X = x]

X =X

Each draw of D = {(x;, yi)}:n= results in different fD

1



True error Ey y[(Y - fD(X))Z] is random
because fD is random (whose randomness comes from training data D)

» We are interested in the True Error of a (random) learned predictor:
- 2
‘ Ex v[(Y - f5(X)) 1

» But the analysis can be done for each

X = X separately, so we analyze the
true error:

[Evixl(Y - £5,(x))°1X = x]

; * And we care about the
> . conditional true error, averaged over
training data:

" 2
EofEyixl(Y = o ()7 1X = x]
written compactly as

= Eg,yixl(Y - f@< )]
= E[(Y - f5(x))"]

X =X

Each draw of D = {(x;, yi)}:n=1 results in different fD



m - d"’ Vb’wau AB E-L 3
Bias-variance tradeoff ¢ @%j

‘EE-A +ELA@]¢(£J§
Ideal predictor Learned p%al@#gl%aéf%g J
77(55) — IE3Y|X[Y‘X — 5’7] f@ =argmin—— 3 (y, - f(x,))
fe7 1D (x,y)ez
A, Fy D-100]=0

» Average conditional true error

Eovixl(Y = f5(x))°] = Eg yixl(Y = n(x) +1(x) = f5(x))°]

W

- 3
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Bias-variance tradeoff



Bias-variance tradeoff

Ideal predictor Learned predictor

n(z) = IE:Y|X[Y‘X = | f, = arg m|nL > (yi—f(xi))2

e 1D (xy)ez
» Average conditional true error

Eoyixl (Y = f9< %] = Egyid(Y =1(x) +1(x) = f5(x))’]
= Egy (Y = 1(x))" + 2Y = n(0)(n(0) - F5 () + (100 = Fo (x))*
= Eyl(Y = 1(x))?] + 2B vyl (Y =1(x)) (n(x) = T (x))] + Eg[((x) = f5(x))?]

e‘xpect'ation 0
(this follows from independence of & and (X, Y) and
EvilY —n(x)] = E[YIX = x] - n(x) = 0)

n

= Ed(Y -1()71  +  Egl(n(x) - 5(x))

Irreducible error Average learning error
Caused by | | Causgd by
(a) stochastic label noise in Pyjxx (a) either using too “simple” of a model or

(b) cannot be avoided (b) not enough data to learn the model accurately



Bias-variance tradeoff

Ideal predictor Learned predictor

77(117) — IE3Y|X[Y‘X — 37] fg_arg m|nL > (yi—f(xi))2

feF I 9 I Xl y)e@

* Average learning error:

EL[100 — 15007 = Eolfi(0) = Exlfo (0] + Eglf ()] - T(x)2]

\/\f_\_\

BEEBJO

" | (zo- Etfarﬂ)] - E[ vloog B[ ,oo])J

EW \/"V“"fcé, o ’J?D(K)




Bias-variance tradeoff

Ideal predictor Learned predictor

nz) = Eyx|Y[X = z] P =argmin—— S (y; = £(x)))2

feF | D| (Xi,Y) ED

« Average learning error:

Eol(n(x) - f5(x))°] = Eg) n(x) - Eolfo(x)] + Eglfo(x)] — fo(x) 2

n n n

= Eg n(x) - Eglfg(x)])” +2(n(x) = Eglfg(x))(Eglfy(x)] - f5(x))
)

biased squared variance

[Homework 1 Problem B2 derives similar trade-off for a specific estimator]



Bias-variance tradeoff

« Average conditional true error:

Eovixd(Y = £5(x))°] = Eypy (Y =1(x))°

irreducible error

+ N(x) - Eglfo(x)]2 + EgEglfe(x)] - fo(x)2

biased squared variance

Bias squared:

measures how the

predictor is mismatched with
the best predictor in
expectation

error

variance:

measures how the predictor
varies each time with a new
training datasets

—— bias?
—— variance
— total

0.6

0.5

04

03

—"— |
00 02 04 06 08 10
complexity

0.0



error

Recap: Bias-variance tradeoff with simple model
ﬂ(X) p= 4

0.15 |

—— bias?
\ . 0.10 1
—— variance

(Ccnceptual) bias variance tradeoff

— total
0.05 -

0.00 A

-0.05 -

-0.10 A

— <0151 | Average predictor [E@[f@(x)]

complexity -0.20 T T T T T T T T T
-1.00 -0.75 -050 -025 000 025 050 075 100

- When model complexity is low (lower than the optimal predictor (X))
+ Bias? of our predictor, (x) — Eg,[f5(x)]2, is large
« Variance of our predictor, Eg; E5[f,(x)] = f5(X)2, is small

* If we have more samples, then

. Bias choes vt Hongye
» Variance §ses JApwont
« Because Variance is already small, overall test error coes ot here



error

Recap: Bias-variance tradeoff with simple model

(Conceptual) bias variance tradeoff

0.15 1

—— bias?
—— variance

0.10 -

— tofal 0.05 4
0.00 -

-0.05 -

—-0.10 1

-0.15 A

-0.20 - T T T T T T T
x -1.00 -0.75 —r.SO -025 000 025 050 075 100

Average predictor E[fo,(x)]

complexity

« When model complexity is high (higher than the optimal predictor (X))
+ Bias? of our predictor, (x) — Eg,[f5,(x)]2, is small

« Variance of our predictor, Eg, E[f,(x)] = f5(X)2, is large
* If we have more samples, then
* Bias s s M
 Variance o
« Because Variance is dominating, overall test error de cree ses @HL?o\fd/



* |et us first fix sample size N=30, collect one dataset of size N i.i.d. from a
distribution, and fix one training set Si i, and test set Siest via 80/20 split

* then we run multiple validations and plot the computed MSEs for all values of p

that we are interested in
true model complexity

error ' N

101 P

+«—Test error £ 4;

10° 3

1071 o

1077 3

1077

< ini :

e Training error £,

T 0 5 afs » 3
pl’:l=24224—1

Model complexity ( = degree of the polynomial)

. Given sample size N there is a threshold, pltl’ where training error is zero

* Training error is always monotonically non-increasing
« Test error has a trend of going down and then up, but fluctuates



* |et us now repeat the process changing the sample size to N=40 ,
and see how the curves change

true model complexity

eIrTorg: .
| N I~
10* 1 |
| , Test error ;.
N\
10° 1 ’\ I
K\\j . j
10 [
4 ',
10-2 1 '/./
| .
1077 1 o . |
| W~ __ — Training error ZLirain
107% 1 j?‘ \'\
f B
10°° T T T T T Ay T T
0 b 10 15 20 ., 25 +30 35
P24=—>DP32

Model complexity ( = degree of the polynomial)
e The threshold, pltl’ moves right

e Training error tends to increase, because more points need to fit
e Test error tends to decrease, because Variance decreases



let us now fix predictor model complexity p=30, collect multiple

datasets by starting with 3 samples and adding one sample at a time to
the training set, but keeping a large enough test set fixed

Ntrain that we are interested in

eIrror

1013 .

101 0 4

107 1

10* 4

101 g

1072 A

103

then we plot the computed MSEs for all values of train sample size

test

Training error

I
J
r~/\ LA
,- \ /i Test error ¥
/ Vi
r \
.' \"
I 58N
. v .
/ |
| SU— —
JUNERR
20 40 60 80 100
No=p+1=31

train sample size Nirain

e Thereis a threshold, N;, below which training error is zero (extreme overfit)

e Below this threshold, test error is meaningless, as we are overfitting and there are
multiple predictors with zero training error some of which have very large test error

e Test error tends to decrease
 Training error tends to increase



Questions?

- Good questions on Ed Discussion
- Will we be tested in “bias”?
- Bias shows up in many places, and you will have to know the concept.
Anything that is taught in lectures can show up in the exams.

- Why do we use X to denote a column vector and not a row vector?
- 0 is the same as O, it is just my writing that is not always consistent
- Whatis O ?

- The reason it is unnatural to think about O is that it is something that does
not exist in reality. Only time it exists is when you generate simulated data
yourself (like in lecture notes and homework).

- The right interpretation is that we hypothesize that nature has chosen to

generate the data from a distribution, which can be written as P( - ;0 ).

- Whether this assumption is correct or not, we are deciding to go ahead with
our MLE process.

- That gives us some MLE estimate and corresponding distribution

P( - ;GKALE). What we do with it, and what we believe about it is up to us.
(Hence you need to check your accuracy on a holdout set, which we will learn
later)

[Homework 1 Problem A4 analyzes similar bias-variance tradeoffs]



