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Statistical Learning

Ep[(n(z) — fo(2))?] =(n(z) — Ep[fp(2)])? + Ep[(Ep[fp(z)] — fp(x))?]

learning error = Dbiased squared + variance

2 mr "
i = g : (i — Films))
\ Ep[f()
«—n(zr) = EyxY|X = 7]




Bias-Variance Tradeoff

Eyx[Ep[(Y — fo(2))?]|X = 2] = Ey x[(Y — n(z))?| X = 2]

irreducible error

+(n(x) — Ep[fp(2)])* + Ep[(Ep[fo()] - fo(2))’]

biased squared variance

—— bias?
—— variance
— total

4 0.6
complexity



Ridge Regression




Regularization in Linear Regression

n
Recall Least Squares: 1w g = arg minz (yz B w;pw)z
R
— arg min(y — Xw)* (y — Xw)

when (XTX)_l exists.... = (XTX)_ley



Regularization in Linear Regression

n

- . 2
Recall Least Squares: ;¢ = arg min Z (yz _ ;,;;Fw)
w .

1=1
— arg min(y — Xw)* (y — Xw)

ngeneral: = argminw’ (X' X)w — 2y* Xw



Regularization in Linear Regression

mn
. . 2
Recall Least Squares: ;¢ = arg min E (yz _ szw)
w .

1=1
— arg min(y — Xw)* (y — Xw)

In general: = argmin wT(XTX)w — 2y Xw

w A

N |

n

-
'

(1 — 2T w)” + (g2 — 23 w)* + - + (Yo — 2hw)® = Y (y; — 2] w)?
1=1

What if 2; € R and d > n?



Regularization in Linear Regression

mn
. . 2
Recall Least Squares: ;¢ = arg min E (yz _ szw)
w
i=1

When z; € R? and d > n the objective function is flat in some directions:



Regularization in Linear Regression

n
Recall Least Squares: 1w g = arg muijn Z (yz B szw)z
1=1
When z; € R? and d > n the objective function is flat in some directions:
Implies optimal solution is not unique and unstable ’
due to lack of curvature: /
e small changes in training data result in large
changes in solution

e often the magnitudes of w are “very large”

Regularization imposes “simpler” solutions by a
“complexity” penalty



Ridge Regression

» Old Least squares objective:

& +
= Ridge Regression objectlve .

2
wmdge — arg mmz — 4 ”UJ) T )‘Hng

-Z : A
’ + \+...+— +)\\~
d N 4

Wrs = arg minz (yZ — :U;rw)Q
w

—1
—

I we wont ocur losg function
+.+... a b like shane

(g
d \\0‘,‘\‘ add o bow\ 1o it!
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Minimizing the Ridge Regression Objective

n

~ . 2

Wridge — arg muljnz (yz — x?w) + )\HwH%
1=1



Shrinkage Properties

n

~ . 2

Wridge — arg muljnz (yz — x?w) + )\||UJH§
1=1

= (X'X+ )" X"y



Ridge Regression: Effect of Regularizatio

n
~ . 2
Wridge — arg muljnz (yz — x?w) + )\HwH%
1=1

= Solution is indexed by the regularization parameter A

= Larger A
= Smaller A
. asA>00 Wridge —7

. ke, Wridge 7



Bias-Variance Properties

Wridge = (XTX + M) X"y
. Assume: X' X = nland y = Xw + € e ~ N(0,0°1)

If z € RYand Y ~ N (2w, o?), what is Ey |z train[(Y — 27 Wrigge)?| X = z]?



Bias-Variance Properties

Wridge = (XTX + M) X"y
. Assume: X' X = nland y = Xw + € e ~ N(0,0°1)

If z € RYand Y ~ N (2w, o?), what is Ey |z train[(Y — 27 Wrigge)?| X = z]?

Eyix,pl(Y — ' @ridge)?| X = 2]
=Ey|x[(Y — Eyx[Y|X = 2])*|X = 2] + Ep[(Ey | x [Y|X = 2] — 2" @yiage)’]

Irreducible Error Learning Error




Bias-Variance Properties

Wridge = (XTX + M) X"y
. Assume: X' X = nland y = Xw + € e ~ N(0,0°1)

If z € RYand Y ~ N (2w, o?), what is Ey |z train[(Y — 27 Wrigge)?| X = z]?

Ey x p[(Y — z! Wyiage)’| X = x]
= Eyx[(Y — Eyx[Y]X = 2])’|X = 2] + Ep[(Eyx [Y|X = 2] — 2" @riage)’]
= Eyx[(Y — 2" w)?*|X = 2] + Ep[(z" w — 2" Driage)’]
=0’ + (2" w — Ep[z’ Wridgge))? + Ep[(Ep[z” Wridge] — 2" Wridge)

Irreduc. Error Bias-squared Variance

]




Bias-Variance Properties

Wridge = (XTX + M) X"y
. Assume: X' X = nland y = Xw + € e ~ N(0,0°1)

If z € RYand Y ~ N (2w, o?), what is Ey |z train[(Y — 27 Wrigge)?| X = z]?

IEE’Y|X,7D[(Yv — xT’&}m’dge>2|X — CB]
=Ey x[(Y — Ey|x[Y|X = 2])’|X = 2] + Ep[(Ey|x[Y|X = ] — & @rigge)’]
— ]Ey|X[(Y — xTw)2|X = x| + ED[(xTw — xT@Tidge)Q]

212 + (xTw - ED [xT’&)\ridge])Q + ED[(ED [xT’&}’ridge] - xTﬁ}ridge)Q]

Irreduc. Error Bias-squared Variance
Wridge = (XX + M) X" (Xw + €)
n 1
— ¥y ). &
A A ©




Bias-Variance Properties

Wridge = (XTX + M) X"y
. Assume: X' X = nland y = Xw + € e ~ N(0,0°1)

If z € RYand Y ~ N (2w, o?), what is Ey |z train[(Y — 27 Wrigge)?| X = z]?

Eyix,pl(Y — ' @ridge)?| X = 2]
=Ey|x[(Y — Eyx[Y|X = 2])*|X = 2] + Ep[(Ey | x [Y|X = 2] — 2" @yiage)’]

=Eyx[(Y = 2"w)’|X = 2] + Ep[(z"w — 27 Brigge)’]

= 0% + (z' w — Ep[z! Wriage])? + Ep[(Ep [z’ Griage) — =" Wridge)®]
2 o’n
2 T N2 2
= o“ + (w z)” + z||3
(n + A)? (n + A)? (verify at home)

Irreduc. Error Bias-squared Variance




Bias-Variance Properties
Bridge = (XTX + X)X Ty
. Assume: X' X = nland y = Xw + € € ~ N(O, (72])

If 2 € R and Y ~ N (2w, 02), what i8 Ey |y train[(Y — 27 Wriage)?| X = |7

Eyvix p[(Y — 2" @Wrigge)?| X = ]

_ 2 A2 T,.\2 o’n 2
_j i (n+ A)? (wz)” + (’n—l—)\)2”x”2 (verify at home)

Irreduc. Error Bias-squared Variance
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Ridge Regression: Effect of Regularization

1.1.d.

D "~ Pxy TRAIN error:
. .1 1 R
wg‘,)ridge = argmul)n ﬁ Z (yz — a?;TFw)2 + )\Hng — Z (yz — w?wg\?r’idgey
TRUE error:
E[(Y - X wD,'ridge) ]
TEST error:
1.1.d.
T '~ Pxy
1 ~(\
el Z (i — $iTw§>,3~idge)2

Important: DNT =0




Ridge Regression: Effect of Regularization
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n
Ridge regression: minimize Z wix;+ b —y)* + Awll;
i=1
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> Typical approach: select A using cross validation, up next



n
- " . o o o T 2 2
Ridge regression: minimize Z wix; +b—y) + Alwl|l5
=1 ]
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e this gain in test MSE comes from
shrinking w’s to get a less sensitive
predictor
(which in turn reduces the variance)



Example: piecewise linear fit

e we fit a linear model forx € [—1,1]:
fx) = b+ wihi(x) + wyohy(x) + wihs(x) + wyhy(x) + wshs(x)
e with a specific choice of features using piecewise linear functions "

hy(x) : X |
ho(x) [x +0.75]
h(x) = | hy(x) | = x+0.2] 075
By (x) x — 0.4]"
hs(x) [x—0.8]"

[a]™ £ max{a,0}

-0.75 -0.2 0 0.4 0.8
h3(x)

-0.75 -0.2 0 0.4 0.8



Example: piecewise linear fit

e we fit a linear model:
f(X) = b + Wlhl(x) ~+ thz(X) + W3h3(X) + W4h4(X) + Wshs(X)
e with a specific choice of features using piecewise linear functions

h(x) = [h3(x)

[a]®

h1 (x)_
hy(x)

h4(x)
hs (x)_

£ max{a,0)}

X
[x +0.75]"

x +0.2]"
x —0.4]
x —0.8]"

slope: w,

|
-0.75

y=b+ h(x)'w

|
-0.2

W1+W2+M‘

W1+W2+W3+W4+W5

the weights capture the change in the slopes



Example: piecewise linear fit

e we fit a linear model:
f(X) = b + Wlhl(X) ~+ W2h2(X) + W3h3(X) + W4h4(X) + WShs(X)
e with a specific choice of features using piecewise linear functions

0.10 A -
0.05 -
0.00 -
-0.05 A
-0.10 -

-0.15 -

-0.20 -

-1.00 -0.75 -050 -0.25 000 025 050 075 100
X



Example: piecewise linear fit (ridge regression)

010 1

0.05 4

0.00 4

=0.05 1

=0.10 1

-0.15 1

0201 ® . { o

-100 -075 -050 025 000 025 050 075 100 -100 -075 050 -025 000 025 050 075 100  10p 75 050 —025 000 035 050 075 100

A=1 A = 0.005 A = 0.000001

We do not observe overfitting, as d=5 and n=100



Can avoid overfitting even w &€ R0 and n=11 samples

0.040 |

0.035 A

0.030 A

0.025 A

0.020 A1

0.015 A

0.010 A1

0.005 -

0.000 A

Test MISE

Train MSE

0.2+

0.1 4

0.0 4

-0.1 4

-0.2

® train data
= ground truth
- predictor

0.10

-1.00 —0.75 -0.50 —-0.25 000 025 050 0.75

1.00

0.05 4
0.00
—0.05 4
-0.10 4
—0.15 A

-0.20 4 Jl

® train data
= ground truth
- predictor

~1.00 -0.75 —0.50 —0.25 000 025 050 075 100

w;'s

2.0

151

1.0 A

0.5 A

0.0 1

-0.5 4

-1.0 1

=151

2 4
® train data
= ground truth
- predictor

0.05

0.00 -

-0.05 A

d

-0.10 A

-0.15 A

0201 @

~1.00 —-0.75 —0.50 —0.25 0.00

025 050 075 100




What you need to know...

> Regularization

- Penalizes complex models towards preferred,
simpler models

> Ridge regression
- L, penalized least-squares regression

- Regularization parameter trades off model
complexity with training error

- Never regularize the offset!



Sparsity & the LASSO




SparSIty @LS = arg mlnz (yz — x?w)2
1=1
= Vector w is sparse, if many entries are zero



SparSIty @LS = arg mlnz (yz — ngTw)2
1=1
= Vector w is sparse, if many entries are zero

Efficiency: If size(w) = 100 Billion, each prediction is expensive:

- If wis sparse, prediction computation only depends on number of
non-zeros




Sparsity

mn
Wrs = arg min E (ys
w .

T

1=1

= Vector w is sparse, if many entries are zero

- Interpretability: What are the

relevant dimension to make a
prediction?

How do we find “best”
subset among all possible?

Lot size

Single Family

Year built

Last sold price
Last sale price/sqft
Finished sqgft
Unfinished sgft
Finished basement sqft
# floors

Flooring types
Parking type
Parking amount
Cooling

Heating

Exterior materials
Roof type
Structure style

—X; W

)2

Dishwasher
Garbage disposal
Microwave
Range / Oven
Refrigerator
Washer

Dryer

Laundry location
Heating type
Jetted Tub

Deck

Fenced Yard
Lawn

Garden
Sprinkler System



Finding best subset: Regularize
Ridge regression makes coefficients small

n

~ . 2

Wridge — aI'g muljnz (yz — $?W) + AHwHS
1=1

— A
' +$ +,,,+—ﬁ + )\\ @ q

N 4




Finding best subset: Regularize

Ridge regression makes coefficients small

n
~ . 2

Wridge — ATg m/u%nz (yz — $?W) + >‘”ng
1=1

0.6
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Thresholded Ridge Regression

n

~ . 2

Wridge — Arg 1’%1’12 (yz — Qf?’lﬂ) T )\||UJH%
1 =1

Why don’t we just set small ridge coefficients to 0?

S S \V S A\ O R . S N
0’6\ Q@ . 4& &\\O 00& \o\}x q‘b\‘@ g\o X & ‘b&'&% q&é ;'&&0‘Q
O S S A SN LN NS
& & TN & & N F A &



Thresholded Ridge Regression

n

~ . 2

Wridge — Arg 1’%1’12 (yz — w?w) + )\||UJH%
1 =1

Consider two related features (bathrooms, showers)

- . ~ \
0@% Q@% . 4& . .\0 00&% \00\\ ‘b‘\@b i\QQ K\‘ \}QQO N‘AQX% &&QQ
)%\06 %\O(bl %Qy % s &6 X, %‘b \Q % be‘
ﬂea‘b' \‘b/% )



Thresholded Ridge Regression

n
~ . 2
Wridge — Arg II/BHZ (yz — $?w) + )\||’UJH§

1=1

What if we didn’t include showers? Weight on bathrooms increases!

N ) . X
0’&% Q\"Q\% 4& . .\O 00&% ‘O\}}\ ‘b\‘@b i\O@ (}»% ’{,\ % %QQ
¥ Y 0»& o> 904 eva &8 ‘0& &
MRSV SR A SR &8
%‘ % S ‘bt& N ©
%6 \‘b/% )

Can another regularizer perform selection automatically?



Finding best subset: Exhaustive

> Try all subsets of size 1, 2, 3, ... and one that
minimizes validation error

> Problem?



Finding best subset: Greedy

Forward stepwise:
Starting from simple model and iteratively add features most useful to fit

Forward Greedy
1: T« @
2:Forj=1,...,kdo

n

2
3: Jj* « arg min min Z(yi— Z w[j])(xl-[j]>
4 w : .
i=1 JETU{’}
4: T « T U {j*}

Backward stepwise:
Start with full model and iteratively remove features least useful to fit

Combining forward and backward steps:
In forward algorithm, insert steps to remove features no longer as important

L ots of other variants, too.



Ridge vs. Lasso Regression

= Ridge Regressmn objective: )
wmdge — arg mlnz o ZE;F’U)) + )\Hng

- A

2+§ +...+= + AN e 4

= Lasso objective:

n
_ . 2
Wiasso = Argmin Z —z]w)” + Mwl|;

o=




Recall Ridge Regression

= Ridge Regressmn objective: )
wmdge — arg HllIl Z o x;rw) + )\Hng
1=1
A
> \ . RN /
~ + + W—_—— A ~

d 1/p
oll, = (z |w\p)
=1



Example: house price with 16 features

10 4 10 4
Test error is RED and
081 Train error is BLUE 08 1
CI'TOs- 06
04 0.4 1
0.2 - 0.2 4
3 2 0 1 2 3 4 -6 -5 -4 -3 -2 A

e Regularization path for Lasso shows that weights drop to exactly zero as A increases

0.4 -
0254 ————vn_
" Bathroom & shower
0.20 | 03 -
0.15 1
A~ . 0.2 1
wlj] o104
0.05 - 0.1 -
0.00 -
0.0 1
0.05 - —
3 2 A | 0 )1\ 2 3 a = " 2 3 5 )
0810 logn A
16-sparse 10 . 2-sparse

Ridege regression Lasso regression



Lasso regression naturally gives sparse features

* feature selection with Lasso regression

1. Model selection: choose A based on cross validation error

2. Feature selection: keep only those features with non-zero
(or not-too-small) parameters in w at optimal A

3. retrain with the sparse modeland A = 0

why do we need to retrain?



Example: piecewise-linear fit
ho(ﬂ?) =1
* We use Lasso on the piece-wise linear example p,;(z) = [z +1.1 —0.1i]*"

Step 1: find optimal A* Step 3: retrain
minimize,, £ (w) + A||w||, minimize,, Z(w)

015 { P 1 P 1 ° e 015
o0 L L

[ ]
] [ ]
010 e » 010
0.05 1 . 0.05
0.00 0.00
~0.05 1 -0.05
-0.10 | -0.10
-0.15 -0.15
0204 ® ° 1® 020 ®
[ ] [ ] [ ]
-100 -0.75 -050 -0.25 000 025 050 075 100 ~-100 -0.75 050 -0.25 000 025 050 075 100 -100 -0.75 -050 -025 000 025 050 075 100 100 -075 -050 -025 000 025 050 075 100
18 18
16 4 1 16

14 W . 1 14

12

; Step 2: select features N

. \ .
0.0 \j\ /\\_'_/0\/\/ N /\ A

00 - - - . : - .
00 25 50 75 100 125 150 175 2000 25 50 75 100 105 180 15 2000 25 50 75 100 125 150 175 200 00 25 50 75 100 125 150 175 200

A=10"% A=10"%" A=2x10"" A=0
* de-biasing (via re-training) is critical! but only use selected features




Penalized Least Squares

e Regularized optimization:

W, = arg mm E



Penalized Least Squares

e Regularized optlmlzatlon

Ridge : r(w) = ||w||2
Lasso : r(w) = ||w||

e For any A* > 0 for which w, achieves the minimum, there exists a u* > 0 such that

the solution of the constrained optimization, WC, is the same as the solution of the

s

regularized optimization , w ,, where

W= argmlnz (y; — % w)? subjectto r(w) < u*
i=1

e so there are pairs of (4, 1) whose optimal solution /w\r are the same
for the regularizes optimization and constrained optimization




Why does Lasso give sparse solutions?

n
o« e . T 2
minimize,, Z (W' x; —y,)
i=1

subject to |[w||; < u

o the level set of a function & (w,, w,) is defined

as the set of points (w;, w,) that have the same
function value

e the level set of a quadratic function is an oval
e the center of the oval is the least squares

. A N W2
solutionw, _, = Wi g 4
[ J
1-D example with quadratic loss W<
ZL(wy)
1

B
>

| |
a b Wi
Level set of £ (w,) at value 1 s [a,b]




Why does Lasso give sparse solutions?

n
o« e . T 2
minimize,, Z (W' x; —y,)
i=1

subject to |[w|l; < u

e as we decrease u from infinity, the feasible set
becomes smaller

* the shape of the feasible set is what is known as
L, ball, which is a high dimensional diamond

e |n 2-dimensions, it is a diamond VXz
{(wl,wz) ‘ w + w, < ,u}

« when s large enough such that ||w ||} < g,

then the optimal solution does not change as the
feasible set includes the un-regularized optimal
solution

e

p=co

feasible set: {w € R* ||w|, < u}—>



Why does Lasso give sparse solutions?

n
o« e . T 2
minimize,, Z (W' x; —y,)
i=1

subject to |[w||; < u

e As u decreases (which is equivalent to

increasing regularization A) the feasible
set (blue diamond) shrinks

* The optimal solution of the above e
optimization (out of points 1,2,3,4)? @

feasible set: {w € R? wll, Lpu}—>




Why does Lasso give sparse solutions?

n
o« e . T 2
minimize,, Z (W' x; —y,)
i=1

subject to |[w||; < u

e For small enough u, the optimal solution
becomes sparse

e This is because the L,-ball is
“pointy”,i.e., has sharp edges aligned e
with the axes

—>

=@

p=c0

feasible set: {w € R* ||w|, < u} —>




L1 Ball in Higher Dimensions

> L1 ball 3 dimensions
> Corners 2-sparse
> Edges: 1-sparse

> In higher dimensions, the L1 ball is “even pointier”


https://www.desmos.com/3d/3e04ba4e31

Penalized Least Squares

e Lasso regression finds sparse solutions, as L,-ball is “pointy”

» Ridge regression finds dense solutions, as L,-ball is “smooth”
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