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THUS FAR, REGRESSION:
PREDICT A CONTINUOUS
VALUE GIVEN SOME INPUTS
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Weather prediction revisted
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Reading Your Brain, Simple Example

o [Mitchell et al.]

Pairwise classification accuracy: 85%
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Classification e
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m Learn: h: X Y n ks f = (Kirwl, th:'J)
X — features

Y — target classes

-Condltlonal FOFablllt y: P(Y|X)
ALY (G0a:3:C, ML gk 2 39)

] Suppose you know P(Y|X) exactly, how should

you classify? P(Knd [ 3-¢,31) = 03
Bayes optimal classifier: (;(,“4 bk [3.¢,39) s .2
T vamay P(Yzy [X:x A
‘3 7451 P le ) 3D j: L‘.wAlf
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m How do we estimate P(Y|X)?

Link Functions
" JEE—
m Estimating P(Y|X): Why not use standard linear
regression?  P(Y[X) = we 4 Zwi¥;

p .
EO'B ,R 3 (‘@0%

m Combing regression and probability?
Need a mapping from real values to [0,1]
Alink function!  §: R (6, 1)
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Logistic Regression Iﬁ?éﬁ;’;oid,/\ T+ ean(—) /
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m Learn P(Y|X) directly o
Assume a particular functional form for Iink(b,l} o8
function 5

Sigmoid applied to a linear function of the input
features; thia erbifars
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P =0lX, W) = 1+ exp(wg + X w; X;) ¥ o %
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Features can be discrete or continuous!
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Understanding the sigmoid
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Logistic Regression —

N

?a Linear classifier 1 eap(—)

L o
ingar i Stpardt Py 0] Yiw) = T

Positivey fum w;a‘kwl g(wo + Y wiz;) =

1 _|._ ewo-izfi WiZ;
kiear £nchion

Wo ¥ 2ui4; <O

D Yol x1v) > 6S

':) fw*d f

|f\‘p>0

Very convenient! “7' 2 "J.
/ lv.s inser ~oh|

|
P(Y=0|X =< Xq,..Xn>) =

implies f(y:VIKw) = )2 ply-ofiw)

1+ exp(wo + X; wi X;)

exp(wo + 205 w X;)
1+ exp(wo + X w; X;)

P(Y =1|X =< X1,..Xp>) =

implies
b Y19
ha 11700 v

1< py=ox) ~ caplwot ;wixi)

linear

classification
implies rule!
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Optimizing concave function —

: o QMo b coordink aSuod
i} graglﬁnt ﬁﬁﬁﬁnt

m Conditional likelihood for Logistic Regression is concave. Find
optimum with gradient ascent
ol(w) ol(w)

Gradient: Vwl(w) = | g " Own

]/

Update rule: Aw — anl(W)

n t+1) @ OUw) |
S"} asled will vesch oPrT w; w; +1 ow; | yfhee !
m Gradient ascent is simplest of optimization approaches f] 2o
e.g., Conjugate gradient ascent can be much better T oy
Nitwiders / L5f65' For 9bune Hl"/ °'K
thooge @ Cerihad I) Q'/v?—
|v\ [ nosotomi¢
Loss function: Conditional Likelihood
" J— ST
. Hav;a bunch oi/ud data of the form: '(X IY)JL“ - D: (Dx”Dy)
COA '\}'J? :

m  Discriminative (logistic regression) loss function:

Conditional Data Likelihood 3 (v)
id W

. K N [l
= Gromak (n TTJ Py b(')l"") = "\")mgx z ln P(DJ |X‘5/“)

a='

N . .
In P(Dy | Dx,w) = Y InP(y/ | x/, w)
=1
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Expressing Conditional Log Likelihood
" =)

I(w) = Zmp(yqxﬂ W) T L — ixwy = oo S )
- _ ) LU ’ 1+ exp(wo + 32 wi X;)
Wit : I W= (2, W) o J :
N’(‘ |’\?(\l -2 |2, U) u‘\h )20

(w :ZyjlnP =1|x/,w)+ (1 —9))InP(Y =0[x/, w)

o
? w,;,z‘wx" + (I—yi)\n l/‘/
)

o
7' +2 We ¢ {; wiX;

Iy eves® i

o1l

ZL il W*Zu1> = In (H(M*?Mxé) S
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Maximizing Conditional Log leellhood
" " " T o 75
3 _ exp(wo + ¥ wiX;)

g J|xJ POC= W)= 1 cop(wo + 5 wiX)
(w) = In][[PE %7, w)

J

= Y yi(wo+ Y wi]) —In(1 + expuwo + . wir))
j i i

/\

Good news: I(w) is concave function of w, no local optima
problems

Bad news: no closed-form solution to maximize /(w)

Good news: concave functions easy to optimize
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Maximize Conditional Log leeUhoog
34

llnﬂ, . {'v
> ) = L”I Gradient ascent @
N
(w) = Zyﬂ(wﬁzwz ”)—In(1+exp(wo+2wxf))
Voullw): g @ 37wt gimt
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Gradient Ascent for L

" — 0

e

Gradient ascent algorithm: iterate until change < e
(t+D) O NN Py g
/ wy T —wy? 40 Y[y - P(YT =1, W)
741
Fori=1,..., K, 0
wi™ w43l — P(YT =1 %, W)
T
repeat
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Regularization in linear regression
" S

m Overfitting usually leads to very large parameter choices, e.g.:
2.2+ 3.1 X-0.30 X2

m Regularized least-squares (a.k.a. ridge rfsion), for A>0:
w* = argmvinz (t(xj) - Zw,,:hi(xj)> )\Zw? nw”Z

Jjwill,
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Large parameters — Overfitting

LTUTLL

1+e 7 14+ e—29c 1+ e—lOO:c

m [fdatais Ilnearly separable, weights go to infinity
1 fo- Mg;g{-,v& t)f“--’ﬁ) (’Wl

vio.
V(\i O‘V Y ﬁ——‘?h)‘ &S |(W"'9 6o vn.)
/
L 7’
In general, leads to overfitting: i '// -
m Penalizing high weights can prevent overfitting...| ./ ' —
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Regularized Conditional Log Likelihood
" JEE
= Add regularlzatlon penalty, e.g., L2

1nHPy %7, w ——||w|\2
L \-—'\—s
Z_ w
m Practical note about wy: /
d()n’l 19 wlagie W 2w

m Gradient of regularize I|keI|hoo,d—-)/'
DL 2 QPR - ) D why
w v 7

©Carlos Guestrin 2005-2013 20

10



Standard v. Regularized Updates
" N

= Maximum conditional likelihgod estimate j‘—/ﬁ\,(c“k
w* = argmax In H Py %7, w) / °
vl Ay

wi(t—l-l) - wi(t) +0> 2y — Py =1 x/, w)]
J

m Regularized maximum conditional likelihood estimate

N k
o \
w* = arg max 1nHP(y7|x7,W) —3 g w?

Db vg 1= Pobs f i ljuliek
1 £) S -
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Please Stop!! Stopping criterion

t(w) = 1HHP(yj\Xj,W)) — Allwl]z

m When do we stop doing gradient descent? €20

Q) - Q) < ¢

m Because /(w) is strongly concave:
\___’—/
i.e., because of some technical condition

1 im '
o) —tw) < L <€\
ot o 2
m Thus, stop \A;hen: _l/- [IVI{‘*)“»”,’ <£,
1
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Digression: Logistic regression for
_ more than 2 classes
N

m Logistic regression in more general case (C classes), where

Y in {0,...,.C-1) -1

Foo Cchy | mued (c-) (K*")F:;;’ 4 of pavees hond - k1l
for I factuy
—‘qldr.sm C € {l, ...,(s/lf Y11 ) (wdigu;vi
W, W, . Y. S

i) oL e e o
For (=0 C Plf <otz 1= Plge 1|y,
?((.-o ¥,w) = | - %[ P(Y=c (‘L,W) )
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Digression: Logistic regression more

generally
" JEE—

m Logistic regression in more general case, where

Yin {0,...,C-1}
for c>0
PIY = d,w) = (e iy werr) e

1+ Zcle exp(wero + Zi:l Weriii)
for ¢=0 (normalization, so no weights for this class) o4 Wi
1 & ) l‘\2 Class

P(Y =0|x,w) = —
1+ ZS:} exp(weo + Zle Weri ;) e

Learning procedure is basically tlle same IHL
as what we derived! Vwha &1
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