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Final Project Part 1
I use Google Reader to keep up on the latest technology news obsessively and I have to make sure to at least scan all of the articles and then read in more detail the ones I have the most interested in. All of this takes a lot of time and often the same story will show up on multiple different sites or one site will be the source and the other sites will summarize and reference the original source. It seems that there could be another useful way to sort the news stories you get from RSS rather than just chronological.

What I would like to do is to use hadoop to process RSS feeds and then present stories grouped by topic. This is a feature I had imagined for the RSS Reader I built two years ago in Gayle’s class but it wasn’t feasible then to implement. This would allow you to check your RSS reader less often but still be able to see all of your news some of which is grouped together so you can better decide how many different versions of the same story you want to read. I believe this is similar to what Google News and Techmeme do for as many sources as they can find, but I would like to focus only on the personalized feeds an individual chooses in their RSS Reader.

To keep this project feasible, I intend to only do some sort of relatedness analysis on the titles of stories and the links in the article. I would like it so that if a blog post is based on a certain source and other blogs link to it, the original source is brought to the top of the group and the related articles are linked to at the bottom so you can get a broader perspective if you would like.

Ideally this would be set up with an already existing web RSS reader like Google Reader, but the focus of this project will be using hadoop to do the required analysis on stories to group them together. The advantage that hadoop provides is that you can split up some of the analysis tasks by mapping the RSS feeds and using the reduce phase to compare title’s and links and group them together. Building out a front end would then be an extension of this project as well as including some more advanced features like parsing the content of the stories themselves and adding commenting or other features.
